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Abstract 

This paper examines how signaling AI use and systematic AI training in job vacancy postings 
affect adolescents’ application intentions at the school-to-work transition. We implement a 
randomized survey experiment with 3,347 users of a large Swiss apprenticeship platform, 
varying the workplace information in vacancies for three middle-skilled occupations selected 
to vary systematically in gender composition: IT support (male-dominated), medical assistance 
(female-dominated), and office administration (gender-balanced). Vacancies mention 
established work practices (baseline), emphasize AI use, or combine AI use with systematic AI 
training. Emphasizing AI use reduces application intentions only in IT support and medical 
assistance. Systematic AI training fully offsets this negative effect in IT support, does so 
partially in medical assistance, but produces no detectable effect in office administration. The 
effect of signaling AI use and the compensatory role of AI training thus depend on the 
occupation’s gender composition. Findings indicate that information on AI use and AI training 
is a firm-level policy lever shaping labor supply at market entry. 
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Introduction 

Since its public release in 2022, generative AI has spread rapidly across workplaces in a wide 

range of sectors, and individuals’ engagement with the technology has substantially increased, 

particularly among younger cohorts (Eloundou et al., 2024; Chatterji et al., 2025; Bick, Blandin 

& Deming, 2026). Yet both incumbent workers and those newly entering the labor market often 

exhibit a marked aversion to occupations involving AI use (Goller, Gschwendt & Wolter, 2025; 

Cattaneo, Gschwendt & Wolter, 2025; Gschwendt, Viarengo & Zöllner, 2026). If such aversion 

persists, technological change and human capital formation risk becoming increasingly 

misaligned. A central question therefore is whether firms can actively shape how labor-market 

entrants perceive AI-integrated jobs, rather than merely treat aversion as a fixed preference. 

Given that firms are progressively adopting generative AI, which is likely to change workplace 

tasks and skill requirements, making complementary skill investments increasingly important, 

firms’ ability to shape these perceptions is particularly critical (Acemoglu & Restrepo, 2019; 

Acemoglu et al., 2022). 

One important channel for building such complementary skills is firm-provided training. A 

large literature in the economics of education and labor economics shows that firm-provided 

training is an important component of human-capital formation, with consequences for wages, 

productivity, and worker adjustment (Leuven and Oosterbeek, 2008; Görlitz, 2011; De Grip 

and Sauermann, 2012). In the context of technological change, training is a key factor, because 

new technologies alter task requirements and increase the value of complementary skills 

(Tamm, 2018; Heß, Janssen and Leber, 2023). Yet most of the literature on training focuses on 

workers who have already entered firms and occupations (i.e. incumbent workers) (Görlitz and 

Tamm, 2016; Tamm, 2018; Heß, Janssen and Leber, 2023). Much less is known about whether 

training matters ex ante—at labor-market entry—by shaping how prospective workers evaluate 

vacancies with new technologies that are becoming part of everyday work. 
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More specifically, whether firms can reduce aversion to occupations involving AI use by 

signaling the provision of systematic AI training remains unclear. Conceptually, such training 

may operate through one of two channels: Either it can reduce perceived skill mismatch 

between workers and AI-integrated tasks, or it can signal firm investment in workers’ 

adjustment to new technologies. Because the information that firms provide to labor market 

entrants may shape both short- and long-term labor supply in times of technological change, 

the way in which firms signal AI use and AI training is essential. Focusing on labor-market 

entrants is particularly consequential: if aversion to AI use takes hold at this formative stage, 

skill gaps may widen and the aggregate returns to AI adoption may be dampened in the long 

run. 

This paper examines how signaling AI use and systematic AI training in job vacancy postings 

affects adolescents’ application intentions at the school-to-work transition. We define 

systematic AI training as employer-provided, structured instruction in AI tools and AI-

integrated work tasks, distinct from informal on-the-job exposure. We use data from 

Switzerland, where adolescents in their last year of compulsory schooling, at approximately age 

15, make occupational choices largely unconfounded by prior labor market experience. When 

doing so, they rely heavily on platform-based searches to evaluate occupations, thereby making 

externally provided information particularly salient and causal identification unusually clean. 

We implement a randomized survey experiment with 3,347 adolescent users of Yousty, a large 

Swiss online job board for adolescents, varying the workplace information shown in job 

vacancy postings for three common but distinct middle-skilled occupations, all requiring three 

to four years of vocational education. The postings either mention established work practices 

(hereafter, “established workplace”; our baseline), emphasize the use of AI in everyday work 

tasks (hereafter, “AI workplace”), or combine AI use with systematic AI training (hereafter, 

“AI workplace with AI training”). 
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Instead of estimating a pooled effect across the labor market, we deliberately study three distinct 

occupations. Because adolescents self-select into occupations on the basis of preferences (Roy, 

1951; Wiswall and Zafar, 2018), pooled treatment effects can mask substantial heterogeneity 

in how prospective workers respond to workplace information and may even reverse signs 

across subgroups (Lazear, Malmendier and Weber, 2012). 

The three occupations are office administration (front- and back-office operations), medical 

assistance (medical and administrative tasks in doctors’ offices), and IT support (installation, 

maintenance, and user support for IT systems). We chose these three because they vary 

systematically in gender composition: IT support is strongly male-dominated, medical 

assistance is strongly female-dominated, and office administration is approximately gender-

balanced. As adolescents’ aversion to AI-integrated occupations differs sharply by gender 

(Goller, Gschwendt and Wolter, 2025; Cattaneo, Gschwendt and Wolter, 2025; Gschwendt, 

Viarengo and Zöllner, 2026), and because women adopt generative AI at substantially lower 

rates than men in comparable jobs (Humlum and Vestergaard, 2025) this variation is 

consequential. Sampling occupations with distinct gender profiles allows us to test whether the 

compensatory effect of AI training operates uniformly across gender or is contingent on the 

occupation’s gender composition. Random assignment within a real search context also allows 

us to interpret observed differences in application intentions as causal effects of workplace 

information and not the result of self-selection.  

We find, consistent with previous studies, that AI use discourages adolescents from applying. 

More importantly we find substantial heterogeneity across occupations, particularly with 

respect to the compensating effect of signaling systematic AI training. In IT support, systematic 

AI training can fully compensate for the negative effects of AI use. For medical assistance, the 

same pattern appears but less strongly. For office administration, differences across the three 

workplace types are small and statistically insignificant. We also show pronounced gender 
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differences: significant effects are concentrated in IT support among male respondents and in 

medical assistance among female respondents. This pattern is consistent with the design 

rationale: adolescents considering different occupations differ systematically in what they value 

in a workplace (Lazear, Malmendier and Weber, 2012; Wiswall and Zafar, 2018), and that 

gender-specific AI perceptions interact with the gender composition of occupations (Humlum 

and Vestergaard, 2025). Taken together, the results suggest two conclusions. First, systematic 

AI training can mitigate, and in some cases fully offset, the negative effect of AI use on 

adolescents’ application intentions. Second, adolescents interested in different occupations do 

not respond uniformly to AI-related workplace information. 

Our findings contribute to three strands of the economic literature. First, we extend the literature 

on training by shifting attention from realized training among incumbent workers to training as 

ex ante information for prospective labor market entrants. Most studies primarily focus on 

whether firm-provided training affects wages, productivity, employment, or job tasks after 

workers have entered firms and occupations (Leuven and Oosterbeek, 2008; Görlitz, 2011; De 

Grip and Sauermann, 2012; Görlitz and Tamm, 2016; Tamm, 2018; Heß, Janssen and Leber, 

2023). We show that training matters even before it takes place, as an ex-ante signal that can 

shape occupational entry decisions and the allocation of future human capital. 

Second, we extend the literature on technological change and occupational choice by providing 

causal evidence that supply-side responses to AI adoption are not uniformly skeptical but 

depend on how firms communicate AI use and AI training to prospective workers. While some 

research shows adolescents’ aversion to AI-integrated occupations and automation risk 

(Cattaneo, Gschwendt & Wolter, 2025; Goller, Gschwendt & Wolter, 2025), and that 

educational opportunities can improve attitudes toward working with GenAI (Gschwendt, 

Viarengo & Zöllner, 2026), it leaves open whether firms can actively counteract these responses 

through information about systematic AI training in concrete job vacancy postings and across 
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different occupations. We show both that firms can indeed counteract these negative responses 

and identify the conditions under which doing so is effective. AI training fully compensates for 

the negative effect of AI use in male-dominated IT support, partially compensates in female-

dominated medical assistance, and produces no detectable effect in gender-balanced office 

administration. Ours is the first experimental evidence on how the labor-supply response to AI 

adoption varies with the gender composition of occupations. 

Third, we contribute to the literature on AI in recruitment, a field that thus far has focused on 

AI tools used in the hiring process itself, such as algorithmic screening and AI-assisted 

interviews (Wesche & Sonderegger, 2021; Xiong & Kim, 2025). By shifting attention to signals 

about AI use as part of the work environment, we show that information on AI use and AI 

training is a firm-level policy lever with measurable effects on labor supply at market entry. 

These effects may also extend to adult workers facing occupational transitions in an AI-

transforming economy. 

The remainder of the paper is structured as follows. Section 2 covers the institutional setting of 

Switzerland’s vocational education and training system and the apprenticeship platform 

Yousty. Section 3 outlines the experimental design, data collection, and outcome measures. 

Section 4 presents the sample and descriptive statistics. Section 5 explains the empirical 

strategy. Section 6 reports the main results and Section 7 concludes. 
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2. Institutional Setting 

2.1 Vocational Education and Training in Switzerland 

In Switzerland, approximately two-thirds of adolescents enter the labor market through the dual 

vocational education and training (VET) system directly after completing compulsory 

schooling, typically at age 15 or 16. At this stage, they must select one out of roughly 240 

officially recognized training occupations (SBFI, 2026) and apply for firm-based 

apprenticeship positions. This decision constitutes an early career choice that shapes subsequent 

educational trajectories and long-term labor market outcomes. 

 
Importantly, adolescents make this choice before accumulating substantial work experience or 

occupation-specific information. Their evaluations of occupations therefore rely heavily on 

externally provided information, including job vacancy postings on online apprenticeship 

platforms. The school-to-work transition thus represents a context in which occupational 

information is particularly salient and potentially influential. 

 
During the exploration phase, typically in the eighth or ninth grade, students actively search for 

apprenticeship opportunities, compare occupations, and assess their perceived fit. Applications 

for three- to four-year apprenticeships are submitted electronically to firms, with selection 

procedures resembling standard hiring processes in the adult labor market. Decisions to apply 

therefore constitute tangible steps toward entering a specific occupation, not merely abstract 

expressions of preference (Palffy, Lehnert and Backes-Gellner, 2024). 

 
Given this institutional structure, the search and application stage forms a critical juncture at 

which information about workplace characteristics, including the use of new technologies, may 

shape occupational evaluations and application intentions. Studying responses to AI-related 

information in this setting allows us to analyze how communication about workplace 

technology affects early and binding career decisions. 
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2.2 The Apprenticeship Job Board “Yousty” 

To distribute the survey experiment, we collaborate with Yousty, Switzerland’s largest private 

online platform for apprenticeship positions. Covering approximately 90 percent of the 

apprenticeship market, Yousty serves as a central information and application channel for 

adolescents actively searching for training opportunities. In addition to posting apprenticeship 

vacancies, Yousty provides detailed occupation-specific information and practical guidance for 

the application process. Whereas firms pay to advertise their vacancies, adolescents use Yousty 

free of charge (Pálffy, Lehnert, & Backes-Gellner, 2024). 

By enabling adolescents to search for occupations, compare firms, and submit applications 

directly through the platform, Yousty constitutes a natural setting in which occupational 

information is actively accessed and evaluated. Therefore distributing our survey via Yousty’s 

newsletter to registered users at a time when they are at a formative stage of their search process, 

we reach adolescents who are actively engaged in exploring and evaluating apprenticeship 

opportunities. 

3. Method 

3.1 Experimental Method 

We employ a factorial survey experiment (FSE), where respondents evaluate short, realistic 

descriptions (“vignettes”) in which selected attributes are systematically varied according to a 

predefined experimental design (Auspurg and Hinz, 2015). Random assignment of vignette 

versions allows for causal identification of the effects of specific information components while 

holding all other characteristics constant. 

The factorial survey approach enables us to manipulate workplace information within otherwise 

identical job vacancy postings, thereby isolating the causal impact of the AI use and the AI 

training signal on occupational evaluations. Moreover, embedding experimentally varied 
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attributes in hypothetical but realistic job vacancy postings ensures that respondents evaluate 

information in a format closely resembling real-world job vacancy postings. This alignment 

between experimental stimulus and natural decision context enhances validity relative to 

abstract survey questions (Aguinis and Bradley, 2014). More broadly, factorial survey 

experiments have been widely used for studying judgment and decision-making processes in 

contexts where individuals evaluate complex, multidimensional scenarios (Auspurg and Hinz, 

2015; Atzmüller and Steiner, 2010).  

In our experiment, job vacancy postings vary experimentally along two dimensions: occupation 

and workplace information. Specifically, participants are randomly assigned to one vignette 

describing either office administration, IT support, or medical assistance, and, within each 

occupation, to one of three workplace information conditions: established work practices, AI 

use in everyday work tasks, or AI use combined with systematic AI training. Because 

assignment to vignette versions is randomized, differences in outcomes across conditions can 

be interpreted as causal effects of the experimentally varied workplace information. 

3.2 Experimental Design 

Development. We developed nine vignette versions across three common Swiss training 

occupations: office administration, IT support, and medical assistance. The occupations differ 

systematically in gender composition. Within each occupation, we varied the workplace 

information across three conditions: (1) The “Established workplace,” a baseline description 

referring to established work practices without mentioning AI, (2) the “AI workplace,” a 

workplace emphasizing the use of AI tools, such as ChatGPT, in everyday work tasks, and (3) 

the “AI workplace with structured AI training,” a workplace combining AI use with systematic 

AI training. 
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The experimental manipulation was embedded in hypothetical job vacancy postings designed 

to closely resemble real job vacancy postings on the Yousty platform.1 All other elements (e.g. 

task descriptions, work environment, and general training structure) were held constant within 

each occupation. This design allows us to isolate whether signaling AI use affects occupational 

evaluations and whether explicitly signaling systematic AI training either mitigates or alters 

this effect. We developed the vignettes following established experimental vignette 

methodology (Aguinis and Bradley, 2014; Atzmüller and Steiner, 2010), drawing on studies 

that have adopted a similar approach in the context of occupational choice and application 

behavior (Palffy, Lehnert and Backes-Gellner, 2024; Wolter and Zöllner, 2025).  

The development of the treatment texts proceeded in four steps. First, to determine how AI-

related workplace information might be perceived, we drew on the literatures on technological 

change (Chatterji et al., 2025; Bick, Blandin & Deming, 2026), occupational choice (Palffy, 

Lehnert and Backes-Gellner, 2024; Wolter and Zöllner, 2025), and information provision in 

recruitment contexts. We specifically considered evidence on automation risk perceptions, 

signaling mechanisms in job descriptions, and the way transparency of AI implementation 

shapes trust and acceptance (Wesche & Sonderegger, 2021; van Esch, Black & Arli, 2021; 

Xiong & Kim, 2025; Kim et al., 2025). 

Second, to assess whether the job vacancy postings were understandable, realistic, and relevant 

for adolescents in the decision phase, we conducted focus group discussions with students aged 

13 to 16. Participants evaluated alternative wording versions, discussed their associations with 

AI use in daily work, and reflected on how the presence or absence of learning opportunities 

affected their perception of occupations. 

 
1 Appendix A1 provides an example vignette from one of the nine possible experimental combinations. The 
example corresponds to the AI workplace with AI training condition in the office administration occupation and 
is shown in the German original with an English translation. 
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Third, to ensure that the descriptions were neutral rather than persuasive, we revised the texts 

based on this qualitative feedback. Adjustments primarily concerned the level of technical 

detail, clarity of language, and the framing of AI use. The revision process was conducted in 

close collaboration with Yousty, whose staff has extensive experience in designing 

apprenticeship content tailored to adolescents.  

Fourth, to evaluate response patterns, item functioning, and the overall comprehensibility of the 

survey instrument, we tested the revised vignette versions in a pilot survey. This pilot allowed 

us to assess whether the experimental manipulation was perceived as intended and whether the 

outcome measures showed sufficient variation and reliability. Drawing on these results, we 

made minor refinements before launching the main study. 

Randomization. Each participant was randomly assigned to one of the nine vignette conditions. 

Randomization was implemented automatically within the survey software, ensuring equal 

assignment probabilities across conditions. Following exposure to the vignette, participants 

completed the outcome measures. 

 

Implementation. The survey experiment was conducted between January 12 and February 22, 

2026, a period coinciding with the active apprenticeship information and application phase in 

the German-speaking part of Switzerland. The invitation was sent via Yousty’s newsletter to 

all registered German-speaking users within the typical age range for entry into vocational 

education and training. The study was presented as a short survey on apprenticeship search and 

occupational preferences. Participation was voluntary and anonymous. 

 

To encourage participation, respondents were offered the opportunity to enter a raffle for ten 

gift cards worth 100 Swiss Francs each from a major Swiss online retailer. Structuring the 

incentive as a lottery helped limit participation driven purely by financial motives while 
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ensuring adequate response rates. Three weeks after the initial invitation, we sent a reminder 

message. Importantly, data collection coincided with the phase in which individuals typically 

gather information and prepare applications for apprenticeship positions. Conducting the 

experiment during this period ensured that participants evaluated occupational descriptions in 

a context closely aligned with their ongoing search and application activities. 

 

3.3 Outcome Measures 

As our main outcome, we measure adolescents’ stated application intention for the described 

apprenticeship (Reeve and Schultz, 2004). Application intention is measured on a five-point 

Likert scale and captures respondents’ self-reported willingness to consider submitting an 

application after being exposed to the experimentally varied vacancy information. While this 

measure does not observe realized application behavior, it is well suited to our experimental 

setting because it captures immediate changes in application intentions while holding all non-

experimentally varied vacancy characteristics constant. We therefore interpret the outcome as 

a stated preference measure of how AI-related workplace information affects adolescents’ 

evaluation of apprenticeship opportunities at the school-to-work transition. 

In addition, we collect a set of individual background characteristics that allow us to examine 

heterogeneity in responses and account for relevant differences. Specifically, we measure 

demographic variables such as gender, age, school year, and school location, as well as 

indicators of socioeconomic background, including parents’ employment situation and 

adolescents’ perceived socioeconomic status measured using the MacArthur ladder (Goodman 

et al., 2001). 

To capture psychological and attitudinal dimensions, the survey includes a multi-item measure 

of growth mindset based on Rammstedt, Grüning and Lechner (2024) and Dweck (1999). The 

scale, which consists of three items measured on a five-point Likert, scale exhibits good internal 

consistency (Cronbach’s α = 0.799). We also measure participants’ attitudes toward AI by using 
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a validated four-item scale (Grassini, 2023), measured on a five-point Likert scale (Cronbach’s 

α = 0.813). For both constructs, items are aggregated into scale means.  

 

Finally, the survey contains occupation-specific items assessing whether the occupation in the 

vignette aligns with participants’ stated interests and perceived fit. Together, these measures 

enable us to analyze whether responses to AI-related occupational information vary 

systematically across demographic characteristics, socioeconomic background, and 

psychological profiles. 

 

4. Data and Sample 

The survey was administered via Yousty during the active apprenticeship search period. In total, 

6,510 registered users clicked on the survey link, of whom 3,770 completed the questionnaire. 

We excluded observations that did not meet pre-specified quality criteria, including incomplete 

responses, excessive straightlining, unusually short completion times indicative of speeding, 

and duplicate user IDs or email addresses. After applying these filters, the final analytical 

sample consists of 3,347 respondents. 

 

Table 1 reports descriptive statistics by occupation and experimental condition. The first set of 

variables includes demographic characteristics measured before exposure to the vignette, 

namely age, socioeconomic status, and gender. To avoid priming respondents before the 

experimental task, AI-related attitudes, prior AI use, growth mindset, and parental and teacher 

attitudes toward AI were measured only after the vignette. These variables are therefore 

reported as additional respondent characteristics rather than as pre-treatment balance measures. 

 

Random assignment resulted in similar cell sizes across the nine experimental groups. Balance 

checks based on demographic characteristics measured before treatment exposure show no 
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evidence of systematic differences across workplace information conditions within 

occupations. Appendix Table A2 reports the corresponding p-values. It also reports p-values 

for post-vignette respondent characteristics, which show no systematic differences across 

workplace information conditions within occupations. 

 

 

 

 

Table 1:  Descriptive statistics by occupation and workplace information condition 

 Office Administration  IT Support  Medical Assistance 

 
Est. AI AI with AI 

Training 

Est. AI AI with AI 

Training 

Est. AI AI with AI 

Training 

N 379 375 366 366 388 381 364 369 359 

Age 15.02 14.85 14.85 14.82 14.88 14.79 15.09 14.94 14.88 

Female 0.40 0.39 0.46 0.46 0.41 0.43 0.42 0.43 0.44 

SES 6.25 6.48 6.45 6.40 6.30 6.39 6.32 6.33 6.17 

AI attitude 3.09 2.98 3.03 3.07 3.16 3.14 3.14 3.09 3.03 

Teacher AI 

attitude 

3.11 3.11 3.09 3.12 3.08 3.16 3.14 3.09 3.04 

Parents AI 

attitude 

3.35 3.28 3.26 3.33 3.28 3.32 3.18 3.24 3.20 

Own AI use 2.76 2.71 2.77 2.78 2.83 2.88 2.74 2.75 2.85 

Note: The table reports descriptive statistics by occupation and workplace information condition. Age, socioeconomic status 
(SES), and gender were measured before exposure to the vignette. AI attitude, growth mindset, own AI use, and parental and 
teacher attitudes toward AI were measured after the vignette to avoid priming respondents before treatment exposure. These 
post-vignette variables are reported as additional respondent characteristics and should not be interpreted as pre-treatment balance 
measures. P-values for tests of equality across workplace information conditions within each occupation are reported in Appendix 
Table A2. 
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5. Empirical Strategy 

The experimental design allows for causal identification of the effect of AI-related information 

on occupational evaluations. Because participants were randomly assigned to vignette 

conditions, differences in outcomes across conditions can be interpreted as causal treatment 

effects.  

Given our interest in occupational heterogeneity, our preferred specification estimates treatment 

effects separately by occupation. We regress stated intention to apply on indicators for the two 

AI-related workplace information conditions, using the established workplace condition as the 

omitted reference category. The coefficient on AI workplace captures the difference in stated 

application intentions between vacancies emphasizing AI use in everyday work tasks and 

otherwise identical vacancies describing established work practices. The coefficient on AI 

workplace with AI training captures the corresponding difference for vacancies that combine 

AI use with systematic AI training. 

We estimate occupation-specific ordinary least squares (OLS) models of the form 

!! = # + %"&'! + %#&'	)*+ℎ	&'-./*0*01! + 23! + 4! , 

where !! denotes respondent *’s stated application intention. &'! indicates assignment to the AI 

workplace condition, and &'	)*+ℎ	&'-./*0*01! indicates assignment to the AI workplace with 

AI training condition. The established workplace condition serves as the reference category. 3! 

denotes respondent-level controls. 

As a robustness check, we additionally estimate pooled models that interact occupation and 

treatment condition. These specifications provide a unified framework and allow treatment 

effects to vary across occupations. However, as our substantive interest lies in occupation-

specific responses, the separately estimated occupation-level models remain the primary focus. 
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6. Results 
 
6.1 Descriptive evidence: application intention 

Table 2 reports the mean application intentions across experimental workplace conditions by 

occupation. Consistent with previous evidence on aversion to AI-related occupations, the AI 

workplace receives the lowest mean evaluation in all three occupations. This pattern is strongest 

for IT support and medical assistance, while differences are comparatively small for office 

administration. At the same time, the mean for the AI with AI training workplace is higher than 

the mean for the AI workplace in all the occupations. For IT support, it returns to the level of 

the Established workplace (our baseline), and for medical assistance it slightly exceeds it. These 

descriptive patterns suggest that respondents react less negatively when AI use is paired with 

systematic AI training. We examine these descriptive patterns in the occupation-specific OLS 

estimates reported in Section 6.2. 

 

 

 

 

Table 2:  Mean stated application intentions by occupation and workplace information condition 

Occupation Workplace Mean SD 
Office Administrator Established 3.24 1.33 
 AI 3.14 1.30 
 AI with AI Training 3.16 1.33 
IT Support Established  3.11 1.29 
 AI 2.88 1.31 
 AI with AI Training 3.11 1.26 
Medical  Assistance Established  2.70 1.36 
 AI 2.56 1.25 
 AI with AI Training 2.76 1.28 

Note: The table presents unadjusted descriptive cell means of stated application intention by occupation and workplace 
information. 
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6.2 Application intention: occupation-specific OLS estimates 

Table 3 presents occupation-specific OLS estimates of treatment coefficients for application 

intention, using the Established workplace (our baseline) as the reference category. 

 

 

For office administration, the occupation-specific OLS estimates do not show statistically 

significant differences in application intentions across workplaces. Relative to the Established 

workplace, neither the coefficient on the AI workplace nor the coefficient on the AI with AI 

with AI Training workplace is statistically significant in either specification.  

For IT support, the occupation-specific OLS estimates reveal a clear negative effect of the AI 

workplace condition. Relative to the Established workplace, the AI workplace lowers 

application intentions by 0.227 points without controls and by 0.264 points with controls on the 

Table 3 : Occupation-specific OLS estimates of treatment effects on application intention 

 Office 
Administration 

(1)  

Office  
Administration 

(2) 

IT 
Support 

(3) 

IT 
Support 

(4) 

Medical  
Assistance 

(5) 

Medical  
Assistance 

(6) 

AI -0.132  
(0.097) 

-0.131  
(0.097) 

-0.227** 
(0.094) 

-0.264*** 
(0.090) 

-0.151 
(0.096) 

-0.157* 
(0.092) 

AI with AI 
Training 

−0.085  
(0.098) 

−0.083  
(0.098) 

−0.005  
(0.095) 

−0.026  
(0.090) 

0.053 
(0.097) 

0.034  
(0.093) 

Controls No Yes No Yes No Yes 

Num. Obs. 1102 1102 1127 1127 1081 1081 

R2 0.002 0.007 0.007 0.097 0.004 0.096 

Notes : This table reports occupation-specific OLS estimates for the effect of workplace information in vacancy descriptions on 
adolescents’ application intentions. The outcome is application intention, measured on a five-point Likert scale. Columns (1)–(2) report 
estimates for Office Administrator, columns (3)–(4) for IT Support, and columns (5)–(6) for Medical  Assistance. The omitted reference 
category is the Established workplace, meaning that all reported coefficients indicate differences in application intention relative to a 
vacancy description emphasizing established work practices. The coefficient on AI captures the difference between the AI workplace and 
the Established workplace. The coefficient on AI with AI Training captures the difference between the AI workplace with explicit AI 
training and the Established workplace. Negative coefficients indicate lower application intentions relative to the Established workplace; 
positive coefficients indicate higher application intentions. Even-numbered columns include controls for age, female, and socioeconomic 
status; odd-numbered columns include no controls. Robust standard errors are reported in parentheses. Num. Obs. denotes the number of 
observations. Significance levels: * p < 0.10, ** p < 0.05, *** p < 0.01. 
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five-point Likert scale. Expressed relative to the scale range, this corresponds to decreases of 

5.7 percent and 6.6 percent, respectively. Both estimates are statistically significant, with the 

controlled estimate significant at the 1 percent level. In contrast, the AI workplace with AI 

training condition is not statistically significantly different from the Established workplace. 

Thus, for IT support the negative response observed when AI use is communicated on its own 

disappears when AI use is combined with explicit AI training. 

For medical assistance, the estimates point to a similar but weaker pattern. Relative to the 

Established workplace, the AI workplace lowers application intentions by 0.151 points without 

controls and by 0.157 points with controls on the five-point Likert scale. Expressed relative to 

the scale range, this corresponds to decreases of 3.8 percent and 3.9 percent, respectively. The 

estimate without controls is not statistically significant, while the estimate with controls is 

significant at the 10 percent level. In contrast, the AI workplace with AI training condition is 

not statistically significantly different from the Established workplace. Thus, for medical 

assistance, the negative response observed when AI use is communicated on its own is weaker 

than for IT support, but again disappears when AI use is combined with explicit AI training. 

The OLS results reveal substantial heterogeneity across occupations. AI use on its own 

significantly reduces application intentions for IT support and, more weakly, for medical 

assistance, but not for office administration. In both IT support and medical assistance, the AI 

workplace with AI training is statistically indistinguishable from the Established workplace. 

These results suggest that explicit AI training can offset negative responses to AI use where 

such responses emerge. 
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6.3 Heterogeneity in application intention 

6.3.1 Female respondents 

To assess whether treatment differences in application intention vary by gender across 

occupations, we report the occupation-specific models separately for female respondents in 

Table 4.  

 

Among female respondents, the occupation-specific OLS estimates show no statistically 

significant differences across experimental conditions for office administration. Relative to the 

Established workplace, neither the AI workplace nor the AI workplace with AI training differs 

Table 4 : Occupation-specific OLS estimates of treatment effects on female application intention 

 Office  
Administration 

(1)  

Office  
Administration 

(2) 

IT 
Support 

(3) 

IT- 
Support 

(4) 

Medical  
Assistant 

(5) 

Medical  
Assistant 

(6) 

AI −0.221 
(0.152) 

−0.221 
(0.152) 

−0.055 
(0.138) 

−0.065 
(0.137) 

−0.311** 
(0.148) 

−0.304** 
(0.148) 

AI with AI 
Training 

−0.209  
(0.147) 

−0.218  
(0.147) 

0.127 
(0.137) 

0.113  
(0.137) 

−0.035  
(0.149) 

−0.040  
(0.149) 

Controls No Yes No Yes No Yes 

Num. Obs. 458 458 491 491 465 465 

R2 0.006 0.017 0.004 0.021 0.012 0.015 

Notes: This table reports occupation-specific OLS estimates for the effect of workplace information in vacancy descriptions on female 
adolescents’ application intentions. The outcome is application intention, measured on a five-point Likert scale. Columns (1)–(2) report 
estimates for Office Administrator, columns (3)–(4) for IT Support, and columns (5)–(6) for Medical  Assistance. The omitted reference 
category is the Established workplace, meaning that all reported coefficients indicate differences in application intention relative to a vacancy 
description emphasizing established work practices. The coefficient on AI captures the difference between the AI workplace and the 
Established workplace. The coefficient on AI with AI Training captures the difference between the AI workplace with explicit AI training and 
the Established workplace. Negative coefficients indicate lower application intentions relative to the Established workplace; positive 
coefficients indicate higher application intentions. Even-numbered columns include controls for age, and socioeconomic status; odd-numbered 
columns include no controls. Robust standard errors are reported in parentheses. Num. Obs. denotes the number of observations. Significance 
levels: * p < 0.10, ** p < 0.05, *** p < 0.01. 
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significantly in either specification. The same holds for IT support, where both AI-related 

conditions are statistically indistinguishable from the Established workplace.  

Among female respondents, statistically significant differences emerge only for medical 

assistance. Relative to the Established workplace, the AI workplace lowers application 

intentions by 0.311 points without controls and by 0.304 points with controls on the five-point 

Likert scale. Expressed relative to the scale range, this corresponds to decreases of 7.8 percent 

and 7.6 percent, respectively. Both estimates are statistically significant at the 5 percent level. 

For the AI workplace with AI training we observe no statistically significant differences relative 

to the Established workplace.  

Thus, the female subsample confirms the pattern that the negative response to AI use disappears 

when AI use is combined with explicit AI training. At the same time, the significant effects are 

concentrated in the gender-typical occupation of medical assistance, suggesting that female 

respondents react most strongly to AI-related workplace information in the occupational 

context most relevant to their actual entry choices. 

6.3.2 Male respondents 

We next turn to male respondents and estimate the same occupation-specific OLS models by 

occupation. Table 5 reports the corresponding estimates for application intention among male 

respondents. 
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Among male respondents, the occupation-specific OLS estimates show no statistically 

significant differences across workplaces for office administration. Relative to the Established 

workplace, neither the AI workplace nor the AI workplace with AI training differs significantly 

in either specification. The same holds for medical assistance, where both AI-related 

workplaces are statistically indistinguishable from the Established workplace. Thus, among 

male respondents, there is no evidence that AI use or AI training changes application intentions 

in office administration or medical assistance. 

Statistically significant differences emerge only for IT support. Relative to the Established 

workplace, the AI workplace lowers application intentions by 0.429 points without controls and 

by 0.427 points with controls on the five-point Likert scale. Expressed relative to the scale 

Table 5 : Occupation-specific OLS estimates of treatment effects on male application intention 

 Office  
Administration 

(1)  

Office  
Administration 

(2) 

IT 
Support 

(3) 

IT- 
Support 

(4) 

Medical  
Assistant 

(5) 

Medical  
Assistant 

(6) 

AI -0.073 
(0.126) 

-0.073 
(0.126) 

-0.429*** 
(0.119) 

-0.427***  
(0.119) 

-0.046 
(0.118) 

-0.041 
(0.116) 

AI with AI 
Training 

0.009  
(0.131) 

0.015 
(0.131) 

-0.157  
(0.121) 

-0.154  
(0.121) 

0.097 
(0.119) 

0.075  
(0.118) 

Controls No Yes No Yes No Yes 

Num. Obs. 644 644 636 636 616 616 

R2 0.001 0.003 0.021 0.027 0.002 0.037 

Notes: This table reports occupation-specific OLS estimates for the effect of workplace information in vacancy descriptions on male 
adolescents’ application intentions. The outcome is application intention, measured on a five-point Likert scale. Columns (1)– (2) report 
estimates for Office Administrator, columns (3)–(4) for IT Support, and columns (5)–(6) for Medical  Assistance. The omitted reference 
category is the Established workplace, meaning that all reported coefficients indicate differences in application intention relative to a vacancy 
description emphasizing established work practices. The coefficient on AI captures the difference between the AI workplace and the 
Established workplace. The coefficient on AI with AI Training captures the difference between the AI workplace with explicit AI training 
and the Established workplace. Negative coefficients indicate lower application intentions relative to the Established workplace; positive 
coefficients indicate higher application intentions. Even-numbered columns include controls for age, and socioeconomic status; odd-
numbered columns include no controls. Robust standard errors are reported in parentheses. Num. Obs. denotes the number of observations. 
Significance levels: * p < 0.10, ** p < 0.05, *** p < 0.01. 
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range, this corresponds to decreases of 10.7 percent in both specifications. Both estimates are 

statistically significant at the 1 percent level. The AI workplace with AI training is not 

statistically significantly different from the Established workplace. However, the point 

estimates remain negative, suggesting that AI training may not fully offset the negative response 

among male respondents in IT support. This interpretation should be treated cautiously, as these 

differences are not statistically significant. 

Thus, the male subsample mirrors the pattern observed among female respondents in medical 

assistance. The negative response to AI use is substantially reduced when AI use is combined 

with explicit AI training. The significant effects are again concentrated in the gender-typical 

occupation. This confirms the results from the female subsample, suggesting that adolescents 

react most strongly to AI-related workplace information in occupational contexts that are more 

closely aligned with gender-typical entry patterns. 

6.3.3 Treatment interactions with AI attitude 

Treatment differences may vary not only across occupations and gender, but also with 

respondents’ attitudes toward AI. Adolescents who view AI more positively may respond less 

negatively to occupational descriptions that emphasize AI use. To examine this possibility, 

Table 6 reports occupation-specific OLS estimates that interact the treatment indicators with 

respondents’ attitudes toward AI. 
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For office administration, the coefficient on AI attitude is positive and statistically significant 

in both specifications. This indicates that, in the Established workplace, respondents with more 

Table 6 : Occupation-specific OLS estimates of treatment effects on male application intention 

 Office  
Administration 

(1)  

Office  
Administration 

(2) 

IT 
Support 

(3) 

IT- 
Support 

(4) 

Medical  
Assistant 

(5) 

Medical  
Assistant 

(6) 

AI −0.080  
(0.095) 

−0.076  
(0.095) 

−0.270*** 
(0.091) 

−0.297*** 
(0.088) 

−0.158 
(0.096) 

−0.160* 
(0.091) 

AI with AI 
Training 

−0.066  
(0.131) 

−0.070  
(0.131) 

−0.036  
(0.121) 

−0.045  
(0.121) 

0.050  
(0.119) 

0.038  
(0.118) 

Attitude 0.281*** 
(0.076) 

0.286*** 
(0.076) 

0.297*** 
(0.075) 

0.224*** 
(0.073) 

−0.106  
(0.080) 

0.017  
(0.077) 

AI × 
Attitude 

0.151  
(0.076) 

0.155  
(0.076) 

0.240** 
(0.075) 

0.253** 
(0.073) 

0.284** 
(0.080) 

0.261** 
(0.077) 

AI with AI 
Training x 
Attitude 

0.051  
(0.111) 

0.050  
(0.111) 

0.124  
(0.107) 

0.076  
(0.103) 

0.193*  
(0.113) 

0.117  
(0.108) 

Controls No Yes No Yes No Yes 

Num. Obs. 1102 1102 1127 1127 1081 1081 

R2 0.056 0.061 0.085 0.147 0.012 0.110 

Notes: This table reports occupation-specific OLS estimates for the effect of workplace information in vacancy descriptions on adolescents’ 
application intentions, allowing treatment effects to vary with respondents’ attitudes toward AI. The outcome is application intention, measured 
on a five-point Likert scale. Columns (1)–(2) report estimates for Office Administrator, columns (3)–(4) for IT Support, and columns (5)–(6) 
for Medical  Assistance. The omitted reference category is the Established workplace. The coefficient on AI captures the difference between 
the AI workplace and the Established workplace when AI attitude is at its reference value. The coefficient on AI with AI Training captures the 
difference between the AI workplace with explicit AI training and the Established workplace when AI attitude is at its reference value. AI 
attitude is mean-centered, so the main treatment coefficients are interpreted for respondents with average AI attitudes. The coefficient on 
Attitude captures the association between AI attitude and application intention in the Established workplace. The interaction terms AI × Attitude 
and AI with AI Training × Attitude indicate whether the differences between each AI-related workplace and the Established workplace vary 
with respondents’ AI attitudes. Positive interaction terms indicate that the corresponding difference becomes more positive, or less negative, as 
AI attitudes become more favorable. Even-numbered columns include controls for age, female, and socioeconomic status; odd-numbered 
columns include no controls. Robust standard errors are reported in parentheses. Num. Obs. denotes the number of observations. Significance 
levels: * p < 0.10, ** p < 0.05, *** p < 0.01. 
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favorable attitudes toward AI report higher stated application intentions. However, neither the 

coefficient on the AI workplace nor the coefficient on the AI workplace with AI training is 

statistically significant. The interaction terms between AI attitude and the two AI-related 

workplace conditions are also statistically insignificant. Thus, in office administration, AI 

attitude is positively associated with stated application intention, but there is no evidence that 

it significantly moderates the effect of AI-related workplace information. 

For IT support, the estimates show a clearer pattern of heterogeneity. At the mean level of AI 

attitude, the AI workplace significantly reduces stated application intentions relative to the 

Established workplace. The coefficient on AI attitude is positive and statistically significant, 

indicating that respondents with more favorable attitudes toward AI report higher stated 

application intentions in the Established workplace. In addition, the interaction between the AI 

workplace and AI attitude is positive and statistically significant in both specifications. This 

suggests that the negative difference between the AI workplace and the Established workplace 

becomes smaller as respondents’ attitudes toward AI become more favorable. By contrast, the 

interaction between the AI workplace with AI training and AI attitude is statistically 

insignificant in the specification without controls and no longer points to a comparable 

moderation pattern once controls are included. Thus, heterogeneity by AI attitude in IT support 

is driven primarily by the contrast between the AI workplace and the Established workplace. 

For medical assistance, the estimates point to a similar but somewhat weaker pattern. At the 

mean level of AI attitude, the AI workplace reduces stated application intentions relative to the 

Established workplace, with the estimate reaching marginal statistical significance in the 

specification with controls. The interaction between the AI workplace and AI attitude is positive 

and statistically significant in both specifications. This indicates that the negative difference 

between the AI workplace and the Established workplace becomes smaller among respondents 

with more favorable attitudes toward AI. The AI workplace with AI training is not statistically 



 25 

significantly different from the Established workplace at the mean level of AI attitude. Its 

interaction with AI attitude is positive and significant without controls, but becomes statistically 

insignificant once controls are included. Overall, the moderation pattern in medical assistance 

is therefore again concentrated mainly in the contrast between the AI workplace and the 

Established workplace. 

Taken together, these results suggest that attitudes toward AI help explain heterogeneity in 

responses to AI-related workplace information. In particular, the negative effect of the AI 

workplace becomes smaller among respondents with more favorable attitudes toward AI, 

especially in IT support and, to a lesser extent, in medical assistance. For office administration, 

AI attitude is positively associated with stated application intention, but does not significantly 

moderate differences across workplace information conditions. 

7. Discussion and Conclusion 

This paper examines how signaling AI use and systematic AI training in job vacancy postings 

affect adolescents’ application intentions at the school-to-work transition. We focus on the 

school-to-work transition, because occupational choices are consequential and externally 

provided information is particularly salient. We provide causal evidence on how signaling AI-

related workplace information in job vacancy postings shapes stated application intentions. 

 

Three central findings emerge. First, firms are not without influence. The way they signal 

information about AI use and AI training in the workplace affects adolescents’ stated 

application intentions. While signaling AI use reduces stated application intentions in IT 

support and, more weakly, in medical assistance, explicitly signaling systematic AI training 

offsets these negative effects in both occupations. This pattern shows that training already 

matters ex ante. It also suggests that what deters potential applicants is not necessarily AI use 
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per se, but uncertainty about whether they will be prepared for AI-integrated work. When firms 

credibly signal investment in skill development, AI integration becomes less threatening and 

occupational attractiveness stabilizes. 

 

Second, the heterogeneity analyses show that these effects are concentrated among respondents 

for whom the respective occupation is a plausible entry option. Among male respondents, the 

negative response to AI use is concentrated in IT support; among female respondents, it is 

concentrated in medical assistance. The pattern therefore does not merely reflect abstract 

attitudes toward AI-integrated work. Rather, AI-related workplace information appears to shape 

stated application intentions within the applicant groups most relevant for the respective 

occupations. 

 

Third, adolescents with more favorable attitudes toward AI are less deterred by the AI 

workplace than adolescents with less favorable attitudes. This suggests that prior beliefs about 

AI shape how labor-market entrants interpret AI-related workplace information. In IT support 

and medical assistance, the negative difference between the AI workplace and the Established 

workplace becomes smaller among respondents with more positive AI attitudes. Thus, AI 

attitudes moderate the extent to which AI use in the workplace is perceived as a deterrent, but 

they do not eliminate the importance of firm-provided training signals. 

 

Taken together, the findings speak directly to the potential misalignment between AI adoption 

and human capital formation. If firms adopt AI but do not communicate how prospective 

workers will be prepared for AI-integrated work, they may deter potential applicants in 

occupations where technological change is particularly relevant. At the same time, our results 

show that this misalignment is not inevitable. By embedding systematic AI training into 
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apprenticeship programs and making this training visible in job vacancy postings, firms can 

shape supply-side responses to technological change at market entry. 

 

Several limitations warrant consideration. Although embedded in an active search environment, 

the study measures stated application intentions rather than realized applications. Future 

research linking experimental variation to administrative application data would further 

strengthen behavioral validation. Moreover, while the Swiss VET system provides a uniquely 

suitable setting to study early occupational choice, the extent to which similar mechanisms 

operate in other institutional contexts or among adult workers remains an open question. 

 

Overall, our results show that the labor-market impact of generative AI depends not only on 

firms’ technological adoption decisions, but also on whether they actively shape how future 

workers perceive and prepare for that technology. In an economy undergoing rapid AI 

transformation, aligning technological change with human capital formation requires not only 

investment in AI systems, but investment in how AI is communicated and taught to the next 

generation of workers. 

 



 28 

8. Appendix  

Appendix A1. Example vignette: AI workplace with AI training, office administration 
German original and English translation 

 

 

 

 

 

  

Note: This vignettes shows one of the nine possible experimental combinations. It corresponds to the AI workplace 
with AI training condition in the office administration occupation. The German original is shown above, and the 
English translation is provided below. The vignette is included for illustrative purposes only. 
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Table A2. P-values for differences across workplace information conditions, by occupation 
 

Office Administration IT Support Medical Assistance 
 

p-values p-values p-values 

Age 0.656 0.823 0.587 

Female 0.127 0.395 0.909 

SES 0.138 0.683 0.368 

AI attitude 0.223 0.308 0.258 

Teacher AI attitude 0.956 0.531 0.415 

Parents AI attitude 0.439 0.792 0.750 

Own AI use 0.615 0.361 0.205 

Note: The table reports p-values from tests of equality across the three workplace information conditions within each 
occupation. For continuous variables, p-values are based on one-way ANOVA tests. For gender, p-values are based on chi-
square tests. Age, SES, and gender were measured before exposure to the vignette and are used as balance checks. AI 
attitude, own AI use, and parental and teacher attitudes toward AI were measured after the vignette to avoid priming 
respondents before treatment exposure; p-values for these variables are descriptive only. No p-values are reported for cell 
sizes. 
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