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Abstract

Generative AI (GenAI) adoption is spreading rapidly and reshaping work,
yet its implications for firms’ training decisions remain largely unexplored. This
paper examines how automation in the post-GenAI era a↵ects firms’ entry-level
training positions using a vignette experiment with recruiters at over 2,800 Swiss
firms, covering more than 100 distinct occupations. Firms plan to reduce training
positions in response to automation prospects, with larger reductions the greater
the expected automated task share and the earlier the expected implementation.
E↵ects are markedly stronger in routine-intensive and AI-exposed occupations,
as well as among large firms. Our experiment allows us to disentangle an “erosion
of the training pipeline,” where firms reduce training even though demand for
trained specialists remains, from an overall decline in occupational labor demand.
We find that pipeline erosion accounts for less than one third of the average
reduction in training, but substantially more when automation is particularly
intensive—measured by a high share of tasks being automated—and in routine-
intensive and AI-exposed occupations. Overall, the results suggest that GenAI
adoption is likely to reallocate firms’ human capital investment with potential
downstream implications for early career formation, and to reinforce labor market
de-routinization trends.
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1 Introduction

The launch of ChatGPT in November 2022 marked a milestone in artificial intelligence,

demonstrating generative AI’s (GenAI) ability to perform previously human-exclusive tasks.

While earlier AI technologies were already transforming production processes and labor de-

mand (Acemoglu et al., 2022; Acemoglu and Restrepo, 2019), GenAI has intensified concerns

about automation-driven job displacement. Initial evidence shows negative employment ef-

fects for exposed workers (Demirci et al., 2025), with entry-level positions particularly a↵ected

(Hosseini and Lichtinger, 2025; Brynjolfsson et al., 2025a). This evidence raises the question

of whether firms will still be willing to train entry-level workers in the GenAI era. Because

such entry-level training positions constitute the main pathways into skilled employment,

understanding how firms adjust their provision in response to these developments is essential

for assessing GenAI’s consequences for future workers.

This paper experimentally examines how anticipated GenAI-driven automation a↵ects

firms’ entry-level training decisions. We conduct a vignette experiment with recruiters from

2,890 firms in Switzerland using hypothetical automation scenarios. We analyze how the

intensity and timing of expected task automation a↵ect firms’ planned intake into entry-

level, work-based training positions that lead to a recognized occupational qualification. The

paper’s main contribution examines heterogeneous responses to GenAI-driven automation

based on occupational attributes—such as routine intensity and AI exposure—and on firm

characteristics, including size and capital intensity. We use the term GenAI-driven automa-

tion to describe automation decisions made in the current technological environment, where

generative AI plays a highly visible role and often shapes firms’ expectations about the scope

and pace of automation, even when the underlying technologies also include traditional AI

or robotics.1

To guide interpretation of the experimental evidence, we develop a simple model of firm

training decisions under anticipated automation. The model clarifies how expected task au-

1This terminology reflects two facts: (i) organizational use of GenAI grew sharply in 2023–24,
indicating that current automation roadmaps prominently feature GenAI; and (ii) public awareness
and usage of GenAI is widespread and “AI” is commonly interpreted as GenAI in contemporary
discourse (Maslej et al., 2024; Singla et al., 2024).
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tomation a↵ects training incentives through equilibrium prices and labor demand, predicts

responses to automation intensity and timing, and highlights a much debated mechanism: the

erosion of the training pipeline (Garicano and Rayo, 2025; Garicano, 2025; The Economist

Impact, 2025). In many occupations, inexperienced workers acquire skills by performing sim-

ple tasks before progressing into more complex roles. When automation disproportionately

replaces these entry-level tasks, firms may reduce training not only because overall labor de-

mand in the occupation declines, but also because the pathway from novice to expert becomes

less viable. The design of our experiment allows us to distinguish between these two margins

of adjustment: a general contraction in training due to declining occupational demand, and

an additional training-pipeline-erosion e↵ect driven by the automation of entry-level tasks.

Globally, many firms invest in training for entry roles, yet such investments are rarely

standardized or directly observable at scale. We use Switzerland as a distinctive setting in

which approximately half of all firms provide entry-level, work-based training, formalized

and regulated as apprenticeships. This setting allows us to measure firms’ planned posi-

tions across more than 100 occupations. Because roughly two-thirds of adolescents pursue

these structured work-based programs, they constitute the dominant pathway into skilled

employment and an informative proxy for firms’ entry-level opportunities.

Our results indicate that firms plan to significantly reduce their entry-level training po-

sitions in response to expected automation. In line with the model’s predictions, we find

larger reductions for higher automation intensity and earlier timing. A 10 percentage-point

increase in the share of an occupation’s work tasks automated leads to a 1.5 percentage-point

reduction in training positions. Similarly, for every additional year automation occurs earlier,

firms reduce their training positions by 0.5 percentage points.

Responses to automation prospects vary substantially across occupations and firms.

Firms o↵ering entry-level training in routine-intensive occupations reduce training more

strongly, which may reflect more limited scope for task reallocation or complementary skill

use (see, e.g., Acemoglu et al., 2024). Firms in AI-exposed occupations also exhibit markedly

stronger responses, in line with the model’s implication that automation with low capital

costs—such as GenAI-like technologies—induces larger training adjustments. Large firms
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and more capital-intensive firms additionally reduce training more strongly as automation

intensity increases.

Beyond these general scale e↵ects, we find evidence of an erosion of the training pipeline.

When firms expect automation during the training period, they reduce entry-level training

more strongly than would be implied by declining occupational labor demand alone. A back-

of-the-envelope calculation suggests that pipeline erosion accounts for up to 31% of the overall

reduction in training positions, with substantial heterogeneity across scenarios: erosion e↵ects

are most pronounced in routine-intensive and AI-exposed occupations, and when expected

automation intensity is high.

Our findings help clarify how GenAI-driven automation di↵ers from earlier waves of tech-

nological change. While prior automation primarily substituted for routine and manual tasks

(Autor et al., 2003; Goos et al., 2014), GenAI extends automation into non-routine cognitive

activities such as writing, designing, and programming (Eloundou et al., 2024). Consistent

with this shift, we find no systematic di↵erence between cognitive and non-cognitive occu-

pations in firms’ training responses. However, routine-intensive occupations still experience

substantially larger reductions in entry-level training in our setting. This pattern suggests

that, even as automation reaches into cognitive domains, firms continue to view routine work

as particularly exposed to net labor substitution and respond by scaling back training provi-

sion in these occupations. In this sense, GenAI-driven automation may reinforce longer-run

de-routinization trends (Gschwendt, 2022), not only through reduced labor demand but also

through firms’ anticipatory withdrawal from training.

We contribute to several strands of literature. First, we extend the emerging literature

on GenAI’s labor market e↵ects by documenting how firms adjust their training investments

in anticipation of further automation. Early evidence on GenAI’s general employment e↵ects

shows negative impacts on exposed workers (Demirci et al., 2025; Hui et al., 2024), with entry-

level workers particularly a↵ected (Hosseini and Lichtinger, 2025; Brynjolfsson et al., 2025a).

This latest wave of GenAI-driven automation has intensified workers’ concerns about their

occupations’ vulnerability to displacement (Cattaneo et al., 2025) and is already reshaping

career choices of labor market entrants (Goller et al., 2025).
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Yet, the task-based literature emphasizes that digital technologies can both substitute

for labor and create new tasks through augmentation (Acemoglu et al., 2024). Recent evi-

dence suggests that GenAI generates heterogeneous e↵ects depending on the degree of task

substitutability and complementarity, with gains for some workers and losses for others (Bryn-

jolfsson et al., 2025b; Dell’Acqua et al., 2023; Teutlo↵ et al., 2025). Our findings add to this

literature by showing that firms’ training decisions respond to the anticipated intensity and

timing of GenAI-driven automation, with implications for early-career workers when entry-

level positions are scaled back in highly exposed occupations.

We also contribute to the literature on firm-based training by providing causal evidence

on how anticipated GenAI-driven automation shapes apprenticeship provision. Prior work

emphasizes productivity considerations and relative labor costs as key determinants of firms’

training decisions (Colombo and Stanca, 2014; Muehlemann and Wolter, 2014; Acemoglu

and Pischke, 1999). Studies on pre-GenAI digital technologies report mixed e↵ects on firm-

sponsored training (Heß et al., 2023; Brunello et al., 2023; Gathmann et al., 2024). Impor-

tantly, two studies find that adoption of pre-GenAI technologies increases entry-level hiring,

consistent with firms using entry-level workers to develop complementary, technology-specific

skills internally (Muehlemann, 2025; Pardesi et al., 2025). We complement this evidence by

showing that expectations of GenAI-driven automation lead firms to reduce planned appren-

ticeship positions, with responses varying systematically by firm and occupation characteris-

tics.

The rest of the paper is organized as follows. Section 2 describes the institutional setting,

and Section 3 presents the experimental setup. Section 4 introduces the model, while Section

5 outlines the estimation strategy and Section 6 presents the results. Section 7 discusses the

results and concludes.

2 Setting

After 9 years of compulsory school—around the age of 15—approximately 70% of young

people in Switzerland enter the labor market by starting an apprenticeship. They choose
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from more than 200 di↵erent occupations and train for three to four years. Apprenticeships

combine classroom instruction with firm-based work: apprentices typically spend one day

per week in vocational school and the remaining weekdays at their training firm, where they

perform productive tasks while acquiring occupation-specific skills. For firms, apprenticeships

therefore constitute an entry-level employment relationship that combines production with

skill formation.

The Swiss apprenticeship market operates in many respects like a regular labor market.

Firms actively recruit apprentices and compete for applicants, receiving on average 13 appli-

cations before filling an apprenticeship position (GFS Bern, 2025). Firms thus play a central

role in determining the supply of apprenticeship positions, which they adjust in response to

expected economic conditions and labor demand.

Importantly, apprenticeships in Switzerland encompass a diverse range of occupations

with varying skill requirements. Firms o↵er positions in relatively demanding occupations,

such as IT specialist, commercial clerk, or pharmaceutical technologist, as well as in less

academically demanding occupations, including hairdresser and retail sales assistant. Ad-

ditionally, an apprenticeship can be combined with or followed by pursuing a vocational

baccalaureate, which enables graduates to study at universities of applied sciences. In brief,

apprenticeships represent the career start for adolescents across the ability distribution, equip-

ping them with a strong mix of general and occupation-specific skills, which generally secure

labor market integration upon completion.

3 Experimental Setup

To experimentally investigate how training firms respond to expectations of automation in-

tensity and timing, we conducted a vignette experiment embedded within the April 2024

wave of the Nahtstellenbarometer. This bi-annual survey, conducted on behalf of the Swiss

State Secretariat for Education, Research, and Innovation, targets a representative sample

of Swiss firms that provide apprenticeships. The survey, including our survey module, was

completed by 2,890 firm representatives responsible for recruitment and training decisions
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(henceforth, recruiters) in training firms. It achieved a high response rate of 63%, reflecting

the survey’s o�cial status as a federal government survey.

The vignette experiment was structured as follows. First, recruiters were provided with

contextual information on the topic of automation, specifically how developments in AI and

robotics are expected to partially automate certain occupations.2 Second, recruiters were

asked to imagine that a firm-internal analysis was conducted on the future automation of the

work tasks of a trained worker in the occupation for which they o↵er the most apprenticeship

positions. Third, recruiters were presented with three distinct automation scenarios, i.e.,

the vignettes, and asked how they would adjust the number of apprenticeship positions in

that specified occupation in the upcoming cohort. More specifically, they could indicate by

what percentage they would reduce the number of apprenticeship positions, or if they expect

to increase positions, check the corresponding box. An English translation of an example

print-version vignette is shown in Figure A.1 in Appendix A.

Each presented scenario involved distinct combinations of expected automation intensity

and timing. Specifically, firms were informed that x% of tasks would be automated by new

technologies, with x taking values of 20%, 40%, or 60%. Furthermore, this automation was

scheduled to be implemented at a specific future time, t years from the present, where t

assumed values of 2, 4, or 6 years, with no automation occurring prior to that date.

The timing dimension aligns with the typical duration of Swiss apprenticeships (three

to four years): automation occurring in two years a↵ects current apprentices during their

training period, whereas automation in four or six years primarily a↵ects post-training labor

demand. This structure allows us to distinguish between intertemporal adjustments driven

by anticipated demand and responses consistent with erosion of the training pipeline. The

levels for both automation dimensions were also selected to reflect realistic expectations and

are informed by relevant studies assessing occupational automation potentials amid advances

in digital technology, particularly GenAI (Arntz et al., 2016; Eloundou et al., 2024; Frey and

2The vignettes deliberately used the phrase ”AI” without naming specific technologies, which
encompasses both generative and non-generative systems. Given the 2023–24 di↵usion patterns,
respondents plausibly mapped “AI” to generative tools in practice (Maslej et al., 2024; Singla et al.,
2024).
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Osborne, 2017; Korinek, 2024; Webb, 2020). Moreover, our design maps directly into task-

based frameworks of automation and technological change (e.g., Acemoglu and Restrepo,

2022), which have emerged as an influential way to capture the nuanced and heterogeneous

nature of technological substitution by considering partial task automation rather than the

displacement of entire occupations.3

Our vignette design deliberately specified only the technologies’ automation ef-

fect—omitting augmentation and reinstatement e↵ects (Acemoglu et al., 2022)—to isolate

direct responses to automation scenarios. The paper’s main contribution investigates hetero-

geneity across occupations and firms, documenting how identical automation scenarios gen-

erate systematically di↵erent adjustments in entry-level training. The response scale asked

recruiters how much they would reduce training positions.4 This framing may encourage con-

tractionary responses and bias stated reductions upward. Experimenter demand e↵ects may

further amplify such responses (Zizzo, 2010). Taken together, these considerations suggest

that the estimated reductions likely constitute an upper bound on true displacement e↵ects.

Importantly, a uniform upward bias shifts levels but preserves relative heterogeneity across

firms and occupations.

4 A Model of Training and Automation

Before turning to the empirical analysis, we outline a simple multi-period model to struc-

ture the interpretation of the experimental results. The model formalizes how anticipated

automation intensity and timing a↵ect firms’ training decisions through equilibrium prices

and labor demand, and it clarifies the conditions under which automation induces both scale

reductions and erosion of the training pipeline.

Our multi-period model follows the structure of Stevens (1994). We focus on within-sector

adjustments and allow automation to a↵ect firms through output prices, holding wages w and

3In contrast, earlier research like Frey and Osborne (2017) and Webb (2020) analyze automation
exposure at the occupational level. However, Arntz et al. (2016) demonstrate that occupation-level
metrics tend to overstate risks by ignoring task heterogeneity within occupations.

4We adopted this simplified framing to ensure clarity and avoid confusion among respondents from
a wide range of firm types and occupations.
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other markets fixed. Specifically, we consider t 2 {1, 2, 3}, with competitive output markets

featuring inverse demand pt = A�BQt with A,B > 0. Production uses skilled labor Nt with

concave technology qt = stN
✓
t with 0 < ✓ < 1, where st is an e�ciency parameter capturing

the level of automation in period t. We allow for a fully anticipated path {st}3t=1
. Hiring new

skilled workers costs j > 0, firing is free, fixed operating costs are F > 0, and the discount

factor is � 2 (0, 1).

Between periods, firms retain a fraction ↵ 2 (0, 1) of skilled workers. Apprentices S1

trained in period 1 become skilled workers in the same firm in period 2 with probability � 2

(0, 1]. Firms are price takers, face no uncertainty, and correctly anticipate future automation.

The product market clears independently in each period, with free entry and exit possible at

the start of each period.

Interpretation of Automation. Following Acemoglu and Restrepo (2022), we model

production as requiring two essential tasks x 2 {I, II} that must be performed jointly. To

keep the analysis focused on training and automation—rather than task reallocation across

occupations—we adopt a Leontief aggregation across tasks. This captures the idea that

output is limited by the least-performed task, while abstracting from substitution across task

types:

q = min
⇣

yI

mI

,
yII

mII

⌘
, yx = �xN

✓

x ,

where �x are the task specific productivities, mx the task weights, and total skilled labor is

NI +NII = N . The firm optimally equalizes
�IN

✓

I

mI

=
�IIN

✓

II

mII

= q, leading to a reduced form

q = sN
✓
, s =

h�
mI

�I

�
1/✓

+
�
mII

�II

�
1/✓

i�✓

.

Automating a task—meaning no labor is required for it anymore—raises the e↵ective pro-

ductivity s. In the dynamic model, this reduced-form productivity can vary across periods,

yielding the anticipated path {st}3t=1
. Any comparative static in s therefore corresponds to

a sector-wide automation shock a↵ecting all firms simultaneously. The model therefore cap-

tures sector-wide automation rather than the case of a single firm automating in isolation.
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We initially assume that automation is costless and relax this assumption in Appendix B.3.

Model Dynamics. Because training and hiring build a stock of skilled workers, inherited

labor at the start of periods 2 and 3 is valuable. Figure B.1 in Appendix B.1 illustrates period-

3 profits as a function of inherited labor at the start of period 3: profits are (i) linear when

firms hire, (ii) concave when firms neither hire nor fire (“keep”), and (iii) flat for su�ciently

high inherited labor where firing is optimal. We solve the full model by backward induction

in Appendix B.4.

Pre-automation regime and inherited labor. Prior to period 1, the firm operates in

a pre-automation stationary environment with constant productivity sL. In this regime, the

workforce is self-sustaining at level N̄ : retained workers and graduated apprentices exactly

replace departing workers each period, so the firm maintains N̄ without external hiring. At

the start of period 1, the firm inherits N̄ skilled workers and learns the anticipated automation

path {st}3t=1
. In the pre-automation regime, the firm is in the keep region, with the marginal

value of labor at N̄ lying strictly in the interval (w,w + j). As shown in Appendix B.4, this

implies N̄  Nw(p0; sL), where Nw(·) denotes the static keep–fire threshold.

4.1 Assumptions and Propositions

We allow period-specific productivity {st}3t=1
, fully anticipated at t = 1. We consider

three anticipated automation paths: automation from period 1 onward, corresponding to

(s1, s2, s3) = (sH , sH , sH); automation from period 2 onward, corresponding to (sL, sH , sH);

and automation from period 3 onward, corresponding to (sL, sL, sH), where sH > sL. This

period-specific productivity structure maps directly into our experimental conditions, where

automation can start during the apprenticeship of the cohort to be hired (period 1), in period

2, or in period 3. With three periods and hire/keep/fire choices, one might expect a pro-

liferation of cases could occur. To greatly streamline the analysis, we impose the following

assumption, which limits how severely automation compresses equilibrium revenues across

the model’s periods.

9



Assumption 1. Let z0 ⌘ p0sL denote the pre-automation equilibrium revenue and zt ⌘ ptst

for t � 1. Along the anticipated productivity paths considered in the paper:

(i) the marginal value of labor at the inherited workforce N̄ weakly exceeds w in period 1;
5

(ii) z2 � ↵
1�✓

z0 and z3 � ↵
1�✓

z2.

Both conditions require that automation-driven revenue compression is not too extreme.

Condition (ii) is stated directly in terms of the equilibrium revenue objects zt and is mild

because ↵
1�✓

< 1 allows substantial compression between adjacent periods. The condition

rules out extreme collapses in ptst that would make firms optimally oversta↵ in one period

solely for current production, knowing they will fire in the next period. Condition (i) requires

that the combined current marginal product and continuation value at N̄ remains su�cient

to cover the wage in period 1. It is automatically satisfied on the two automation paths

where s1 = sL, since period-1 conditions are then identical to the pre-automation regime

and continuation values are non-negative. On the earliest automation path (sH , sH , sH),

the condition requires that the drop in z1 is not so large as to push the marginal value

of labor below the wage—a mild requirement given that positive continuation values from

periods 2 and 3 provide an additional bu↵er beyond the current marginal product. Under

this assumption, the following lemma holds (proof in Appendix B.5).

Lemma 1. Under deterministic and perfectly anticipated primitives, with firms taking prices

as given, and under Assumption 1: (a) the firm does not hire or fire in period 1, so N1 = N̄ ;

(b) firing does not occur on the equilibrium path in periods 2 or 3.

Part (a) implies that training is purely forward-looking: with N1 = N̄ fixed, the training

first-order condition (derived in Appendix B.4) depends only on the marginal value of inher-

ited labor in period 2, V 0
2
(↵N̄ + �S1; s2, s3), and in particular does not depend on current

productivity s1.

The e↵ect of automation on labor demand depends on how strongly sectoral output

expands when prices fall. Because our focus is on sector-wide automation rather than a single

5Formally, this requires z1✓N̄
✓�1 + �↵V

0
2(↵N̄ + �S1; s2, s3) � w, where V

0
2 denotes the marginal

continuation value from period 2 (see Appendix B.4).
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firm lowering its price relative to competitors, it is natural to restrict attention to demand

environments in which the resulting expansion in sectoral output is not too strong. To keep

the model short and tractable, we impose the following su�cient condition, which ensures

that the price-compression e↵ect of automation dominates the scale e↵ect. The assumption

is stronger than necessary, but it keeps the analysis simple.

Assumption 2. For all t, demand is weakly inelastic at equilibrium prices: "t ⌘ �@Qt

@pt

pt

Qt
 1

at equilibrium prices. Under the linear demand in our model, this is equivalent to pt  A/2.

Automation a↵ects training through equilibrium prices. Under Assumption 2, the equi-

librium object pt(st)st does not rise with productivity st: it remains constant when new firms

enter and falls when only incumbents remain in the market. As a result, sector-wide automa-

tion reduces training—and labor demand more broadly—via its e↵ect on prices. In contrast,

if only a single small firm were to automate, taking the market price as given, its frictional

target Nw+j(pt; st) would rise with productivity, consistent with Aghion et al. (2025).

Appendix B.5 provides further details and proves the following comparative-static results.

Proposition 1. Fix one of the three anticipated automation paths above and hold sL fixed.

Under Assumptions 1 and 2, more intense automation weakly reduces training:

dS
⇤
1

dsH
 0.

Proposition 2. Under Assumptions 1 and 2, earlier automation weakly reduces training. In

particular, if S
(1)

1
⌘ S

⇤
1
(sH , sH , sH), S(2)

1
⌘ S

⇤
1
(sL, sH , sH), S(3)

1
⌘ S

⇤
1
(sL, sL, sH), then

S
(1)

1
= S

(2)

1
 S

(3)

1
.

The equality S
(1)

1
= S

(2)

1
follows directly from the forward-looking nature of training:

these two paths di↵er only in s1, which does not enter the training decision. The weak

inequality S
(2)

1
 S

(3)

1
reflects that automation in period 2 weakly depresses continuation val-

ues, whereas automation only in period 3 leaves period-2 revenues una↵ected. The distinction

between the first two paths becomes consequential once we introduce productive apprentices,
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which is the channel through which automation during the training period additionally erodes

training incentives.

4.2 Productive Apprentices

We now introduce a simple mechanism to capture the potential erosion of the training

pipeline. Apprentices contribute to production while performing tasks that later automation

may replace. If automation eliminates these entry-level tasks during training, apprentices

cease to generate productive value for the firm, reducing the incentive to train even when

future skilled labor remains valuable.

Suppose apprentices are productive in period 1 at rate � 2 (0, 1) absent automation, but

become unproductive once automation arrives:

q1 = s1N
✓

1 + �1 s1S
✓

1 , �1 =

8
>><

>>:

�, automation starts in t � 2,

0, automation already in t = 1,

�t = 0 (t � 2).

Corollary 1. Suppose apprentices are productive in period 1 at rate � > 0 as long as au-

tomation has not yet arrived, but become unproductive once automation arrives. Then, rel-

ative to the model with � = 0, the earliest automation path is unchanged, while later au-

tomation paths weakly increase training. In particular, S
⇤
1,�

(sH , sH , sH) = S
⇤
1,0

(sH , sH , sH),

S
⇤
1,�

(sL, sH , sH) > S
⇤
1,0

(sL, sH , sH), and S
⇤
1,�

(sL, sL, sH) > S
⇤
1,0

(sL, sL, sH).

We prove Corollary 1 in Appendix B.5.

Comparative static in apprentice productivity. The e↵ect of automation timing

depends on apprentice productivity during training. S
⇤
1
is strictly increasing in � whenever

automation has not yet arrived, as the additional production benefit raises the marginal

return to training. Consequently, the negative impact of automation arriving in period 1

(which sets �1 to zero) is proportionally larger the higher � is. If automation instead occurs

in period 2 or 3, it does not prevent apprentices from being productive.
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Implications for identifying pipeline erosion. Propositions 1 and 2, together with

Corollary 1, provide the theoretical basis for identifying erosion of the training pipeline in

Section 5.2. The demand channel—earlier automation depressing future labor demand—

operates only through (s2, s3) and therefore cannot distinguish between paths (sH , sH , sH)

and (sL, sH , sH), which share the same automation after apprenticeship training. Any addi-

tional reduction in training when automation occurs during the training period must therefore

be driven by the loss of apprentice productivity—the pipeline-erosion channel. This logic de-

livers the theoretical basis for identifying the erosion e↵ect from the di↵erence in timing

coe�cients, as formalized in Section 5.2.

In addition, Appendix B.2 introduces capital into the model.6 Appendix B.3 fur-

ther extends the framework to distinguish between free and capital-requiring automation—

corresponding to GenAI-type versus robot-type technologies—and shows that automation

with low capital requirements generates stronger training responses.

5 Data & Estimation Strategy

5.1 Data

The descriptive statistics in Table 1 summarize key characteristics of firms in our sample

and the occupations for which each firm o↵ers the most apprenticeship training positions.

Approximately half of the firms are small (two to ten employees), while medium-sized firms

(10 to 99 employees) represent 29 percent, and large firms (100 or more employees) comprise

nearly 20 percent. The sample is dominated by service firms (66%), with industry and agri-

culture constituting 28 and 5 percent, respectively. Relative to the overall firm population in

Switzerland, the sample somewhat over-represents industrial firms, consistent with the higher

prevalence of apprenticeship provision in that sector (Bundesamt für Statistik, 2026). 36 per-

cent of firms operate in industries with high capital intensity (capital assets above 100,000

6The model does not yield an unambiguous comparative static for how capital intensity a↵ects the
training response to automation, as the e↵ect depends on equilibrium price adjustments.
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EUR per worker7). A majority of firms (69 percent) o↵er apprenticeships in occupations

for which firms typically report generating positive net financial returns already during the

training period, consistent with a production rather than a pure investment motive.

Table 1: Sample Statistics

Firm size Share

Small (2 to 9 employees) 0.507

Medium (10 to 99 employees) 0.290

Large (100 or more employees) 0.203

Firm sector

Agriculture 0.053

Industry 0.283

Services 0.664

Other firm characteristics

High capital intensity (above 100,000 per worker) 0.357

Production motive stated 0.690

O↵ered main apprenticeship

Routine occupation 0.294

Cognitive occupation 0.550

High AI exposure (top quartile) 0.287

Note: All values represent shares of the sample.

The reported occupational characteristics at the bottom of Table 1 refer specifically to

the apprenticeship occupations for which each firm o↵ers the most positions and for which

they are therefore surveyed regarding their anticipated responses to automation prospects.

Approximately 30 percent of these apprenticeship occupations can be classified as predomi-

nantly routine, while 55 percent are primarily cognitive in nature according to occupational

task intensity measures by Mihaylov and Tijdens (2019). Firms whose apprenticeship occu-

pations fall in the top quartile for AI exposure (Felten et al., 2021) account for approximately

29 percent of the sample. These descriptive statistics highlight both the diversity of firms

7As information on Swiss firms’ capital intensity was unavailable, we use industry-level data on
German firms from Bontadini et al. (2023) as a proxy.
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in our data across sizes, sectors, and capital intensities and the breadth of apprenticeship

occupations they o↵er, spanning more than 100 distinct occupations across a broad spectrum

of economic activities.

5.2 Estimation Strategy

To investigate how automation intensity and timing a↵ect the intended training decisions of

firms o↵ering apprenticeships, we first estimate the average e↵ects of both automation dimen-

sions on firms’ intended apprenticeship reductions using the following baseline specification:

rfi = ↵0 + ↵1xi + ↵2ti + �f + ✏fi (1)

where rfi is the reported reduction for firm f in scenario i, xi denotes the automation

intensity, ti the automation timing, and �f firm fixed e↵ects.

Since 4.4% of all responses indicated an intended increase in positions, all our estimations

employ a Tobit regression model to account for the censored nature of the dependent variable.

The Tobit model estimates relationships between variables when the outcome is censored at

a limit, combining a probability model for the censoring mechanism with a linear regression

for uncensored observations (Tobin, 1958).

To examine heterogeneity in these e↵ects, we then extend the model by incorporating

interaction terms between the automation dimensions and a common set of moderators:

rfi = �0 + �1xi + �2ti +
X

k

�k

�
xi ⇥Mkf

�
+
X

k

�k

�
ti ⇥Mkf

�
+ �f + ufi, (2)

where k indexes the di↵erent firm- or occupation-level moderator variables and Mkf denotes

the value of moderator k for firm f . This specification allows us to assess how the e↵ects of

automation intensity and timing vary systematically across firm and occupation characteris-

tics.

To isolate erosion of the training pipeline, we exploit the timing structure of the experi-

mental scenarios together with the model’s prediction that training is purely forward-looking.
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In the model, the firm’s training decision depends on anticipated post-training labor demand

but not on whether automation has already arrived during training. The two-year and four-

year scenarios share the same post-training automation environment, so any additional reduc-

tion at the two-year horizon reflects the loss of apprentice productivity during training—i.e.,

pipeline erosion.

We estimate a flexible specification with timing and automation intensity dummies:

rfi = ✓0 + ✓21{ti = 2}+ ✓41{ti = 4}+ ✓401{xi = 40%}+ ✓601{xi = 60%}+ �f + ✏fi, (3)

where the omitted categories are 20 percent automation and a six-year horizon. Our measure

of pipeline erosion is

E = ✓2 � ✓4. (4)

Because the model’s discrete periods map only imperfectly onto the continuous experimental

timing—apprenticeships last three or four years, so for shorter apprenticeships automation

at four years arrives after training has already ended rather than at the start of the post-

training period—the measure ✓2 � ✓4 likely constitutes an upper bound on pipeline erosion,

as some baseline demand e↵ect may operate on the two-to-four-year margin. Absent the

model’s prediction, one might instead extract erosion as the deviation from a linear timing

e↵ect, (✓2 � ✓4) � (✓4 � ✓6) = ✓2 � 2✓4 (with ✓6 normalized to 0). For ✓4 � 0, this yields a

mechanically smaller estimate, consistent with the upper-bound interpretation of our model-

based estimate. In practice, ✓4 is small and often statistically insignificant, so these concerns

have limited quantitative relevance.

To examine how erosion varies across firm and occupation characteristics, we allow the

timing e↵ects to depend on moderators Mkf by interacting them with the horizon dummies:

rfi = ⌘0 + ⌘21{ti = 2}+ ⌘41{ti = 4}+ ⌘401{xi = 40%}+ ⌘601{xi = 60%}

+
X

k

�2k

�
1{ti = 2}⇥Mkf

�
+
X

k

�4k

�
1{ti = 4}⇥Mkf

�
+ �f + ✏fi,

(5)

where the omitted categories are ti = 6 and xi = 20%. For a single binary moderator
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Mf 2 {0, 1}, as in most specifications, the di↵erence in erosion equals �E = �2 � �4.

6 Results

In this section, we present experimental evidence on how firms adjust entry-level training

positions in response to expected GenAI-driven automation. Section 6.1 first documents how

responses vary with the intensity and timing of automation and assesses whether they imply

erosion of the training pipeline. We then examine heterogeneity across occupations in Section

6.2 and by firm characteristics in Section 6.3.8

6.1 Automation Intensity and Timing

Table 2 presents Tobit regression results, showing how much firms intend to reduce the num-

ber of o↵ered apprenticeship positions in response to the experimental automation scenarios.

Columns 1 and 2 report estimates from specifications that separately include linear measures

of automation intensity and timing. Column 1 shows responses to a 10-percentage-point

increase in the share of automated tasks, while column 2 reports responses to automation

occurring one year earlier. Column 3 includes both linear variables in a joint specification.

Finally, column 4 relaxes the linearity assumption by using indicator variables for individual

intensity and timing levels, estimating how responses vary relative to a reference scenario in

which 20% of tasks are automated in 6 years. All specifications include firm fixed e↵ects to

control for firm heterogeneity.

The results in Table 2 reveal that firms substantially reduce apprenticeship positions

in response to higher automation intensity and earlier automation timing, in line with the

model’s predictions. As shown in column 1, every additional 10 percentage points of auto-

mated tasks leads firms to reduce apprenticeship positions for the upcoming cohort by about

1.5 percentage points. Similarly, column 2 shows that each additional year by which automa-

tion occurs earlier reduces apprenticeship positions by about 0.5 percentage points. Column 3

8We additionally examine di↵erences in responses by firms’ production motive for training in
Appendix C.1.
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Table 2: Automation Intensity and Timing

(1) (2) (3) (4)

Higher automation intensity (10 ppt.) 1.508⇤⇤⇤ 1.506⇤⇤⇤

(0.106) (0.106)

Earlier automation timing (1 year) 0.527⇤⇤⇤ 0.521⇤⇤⇤

(0.102) (0.099)

40% of tasks automated 2.941⇤⇤⇤

(0.339)

60% of tasks automated 6.029⇤⇤⇤

(0.424)

4 years until automation 0.335

(0.336)

2 years until automation 2.085⇤⇤⇤

(0.397)

Firm FE X X X X

Erosion 1.750⇤⇤⇤

(0.367)

N 8531 8531 8531 8531

Mean of Dep. Var. 11.927 11.927 11.927 11.927

Note: The table reports coe�cients from Tobit regressions. The dependent variable is the firm’s

intended percentage-point reduction in apprenticeship positions o↵ered and is left-censored at zero.

The variable ‘Higher automation intensity’ is a continuous measure of the percentage of tasks auto-

mated, scaled in 10 percentage-point units. The variable ‘Earlier automation timing’ is a continuous

measure of the implementation horizon, where a one-unit increase corresponds to automation oc-

curring one year sooner. Column 4 reports coe�cients for indicator variables corresponding to each

treatment level; the reference category is the scenario with 20% automation intensity occurring in 6

years. All specifications include firm fixed e↵ects. Standard errors, clustered at the firm level, are

in parentheses.

* p < 0.10, ** p < 0.05, *** p < 0.01.



shows that the coe�cients remain virtually identical when both automation dimensions are

included jointly.

The specification in column 4 uses indicator variables, allowing us to examine potential

pattern in these responses without making a linearity assumption. The response to au-

tomation intensity displays a linear pattern: moving from a 20% to a 40% automation level

increases intended reductions by about 3 percentage points, and the increase from 20% to

60% is roughly twice as large. In contrast, the response to automation timing is distinctly

non-linear. Firms do not significantly alter their plans when automation is expected in 4 ver-

sus 6 years, but they report a 2.1 percentage-point larger reduction if automation is expected

to occur in 2 years instead of 6.

This pattern in automation timing is consistent with erosion of the training pipeline. The

estimated erosion e↵ect amounts to 1.75 percentage points. Relative to the estimated 13.2

percent reduction in the two-year scenario, this implies that pipeline erosion accounts for

roughly 13 percent of the observed decline when automation begins during training. Because

automation in the two-year scenario a↵ects only part of the apprenticeship duration, this

estimate understates the full erosion e↵ect. Apprenticeships last three to four years, and the

survey was fielded roughly four months before the next cohort begins. Ignoring this short

delay and assuming a three-year apprenticeship—thereby attributing erosion proportionally

over the full training period—provides an upper bound estimate of 5.25 percentage points.

Under the same proportional logic, the corresponding total e↵ect would rise to 16.7 percent,

implying that pipeline erosion accounts for 31.4 percent of the total reduction under this

upper-bound full-exposure scenario. Even under this conservative extrapolation, the majority

of the reduction reflects anticipated long-run contractions in occupational labor demand

rather than erosion of the training pathway.

To examine the erosion of the pipeline e↵ect in greater detail, we plot predicted reductions

separately for each automation intensity in Figure 1. The timing pattern consistent with

erosion is concentrated at the highest intensity scenario: for an automation intensity of 60%,

the intended reduction drops sharply between a 2-year and 4-year horizon. The implied

erosion e↵ect in this case amounts to 4.52 percentage points (p = 0.001). Accounting for
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the fact that automation a↵ects only part of the training period, a proportional scaling

implies that pipeline erosion accounts for at most 52 percent of the total reduction under a

full-exposure upper-bound scenario. In contrast, at lower automation intensities, this e↵ect

is less pronounced at 2.80 percentage points (p = 0.043) at 40% automation (37% of the

e↵ect under proportional scaling) and 0.93 percentage points (p = 0.100) at 20% automation

(15% of the e↵ect under proportional scaling). As is visible in Figure 1, the timing pattern

at lower intensities is approximately linear across horizons, so that the more conservative

measure ✓2 � 2✓4 discussed in Section 5.2 yields statistically insignificant erosion estimates

for these two scenarios.

Figure 1: E↵ects of Expected Automation Intensity and Timing on Firms’ Reduction

in Apprenticeship Positions

6.2 Occupation Type and AI Exposure

Table 3 reports results for the subsample with information on occupation type and AI expo-

sure. Because these characteristics are not available for all occupations, column 1 re-estimates

our baseline specification on this restricted sample, using linear coe�cients for automation

intensity and automation timing. The subsequent columns incorporate interaction terms to

examine how the e↵ects of expected automation depend on occupation type and AI expo-
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Table 3: Occupation type and AI exposure

(1) (2) (3) (4) (5)

Higher automation intensity (10 ppt.) 1.497*** 1.230*** 1.357*** 1.244*** 1.295***

(0.109) (0.121) (0.156) (0.157) (0.123)

Earlier automation timing (1 year) 0.546*** 0.394*** 0.494*** 0.434*** 0.338***

(0.102) (0.114) (0.142) (0.143) (0.114)

Routine occupation ⇥ higher aut. intensity (10 ppt.) 0.915*** 0.927***

(0.259) (0.273)

Routine occupation ⇥ earlier aut. timing (1 year) 0.513** 0.545**

(0.241) (0.259)

Cognitive occupation ⇥ higher aut. intensity (10 ppt.) 0.253 -0.032

(0.218) (0.228)

Cognitive occupation ⇥ earlier aut. timing (1 year) 0.089 -0.087

(0.202) (0.217)

High AI exposure ⇥ higher aut. intensity (10 ppt.) 0.685***

(0.255)

High AI exposure ⇥ earlier aut. timing (1 year) 0.690***

(0.240)

Firm FE X X X X X

N 8,066 8,066 8,066 8,066 8,066

Mean of dep. var. 11.709 11.709 11.709 11.709 11.709

Notes: The table reports coe�cients from Tobit regressions for observations for which information on occupation type

and AI exposure is available. The dependent variable is the firm’s intended percentage point reduction in apprenticeship

positions o↵ered; intended increases are coded as negative values. The variable ’Higher automation intensity’ in all

columns is a continuous measure of the percentage of tasks automated, scaled in 10 percentage-point units. The variable

’Earlier automation timing’ is a continuous measure where a one-unit increase corresponds to automation occurring one

year sooner. Columns 2–4 include interaction terms with dummy variables for routine and cognitive occupation types,

both based on Mihaylov and Tijdens (2019) and Gschwendt (2022). Column 5 includes interactions with a dummy

variable for occupations in the top quartile of AI exposure, as defined by Felten et al. (2021). All specifications include

firm fixed e↵ects. Standard errors, clustered at the firm level, are in parentheses.

* p < 0.10, ** p < 0.05, *** p < 0.01.

sure. Specifically, column 2 includes interactions between both automation dimensions and

a dummy variable indicating whether the occupation predominantly involves routine work

tasks. Column 3 features interactions with a dummy variable for occupations primarily in-
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volving cognitive (versus manual) tasks.9 Column 4 jointly includes interactions for both

occupation-type indicators. Finally, column 5 adds interactions with a dummy variable for

occupations falling in the top quartile of AI exposure, as defined by Felten et al. (2021).10

Whether occupations predominantly involve routine tasks plays a considerable role in

firms’ responses to automation scenarios. As shown in column 2, the estimated reduction

in apprenticeship positions for routine occupations is approximately twice as large as for

non-routine occupations. Firms o↵ering apprenticeships in non-routine occupations reduce

training by about 1.2 percentage points for every additional 10 percentage points of automated

tasks, whereas the reduction rises to about 2.1 percentage points in routine occupations. A

similar pattern emerges for automation timing: reductions amount to roughly 0.4 percentage

points per year earlier in non-routine occupations but about 0.9 percentage points in routine

ones.

In contrast, firms’ responses do not appear to depend on whether occupations predom-

inantly involve cognitive or manual work tasks. As shown in column 3, the interaction

coe�cients with the cognitive dummy are insignificant for either automation dimension, and

the main coe�cients for automation intensity and timing remain nearly identical to those in

the baseline model. Column 4, which includes interactions with both routine and cognitive

indicators, confirms this pattern: the routine interactions remain nearly unchanged, while

the cognitive interactions remain small and statistically insignificant.11

Finally, firms’ responses vary considerably with the AI exposure of the occupations for

which they o↵er apprenticeships.12 As shown in column 5, automation intensity leads to

9This is done using task measures from Mihaylov and Tijdens (2019) and the classification frame-
work proposed by Gschwendt (2022). To match these measures provided for ISCO-08 occupations to
Swiss apprenticeships, we leverage the Swiss Standard Classification of Occupations CH-ISCO-19.

10To assign these AI exposure measures provided only for O*NET-SOC occupations to 4-digit
ISCO-08 occupations we use the crosswalk provided by Hardy et al. (2018).

11Additional estimations that classify occupations into four groups by combining their routine/non-
routine and cognitive/manual characteristics yield similar conclusions. As shown in column 2 of
Table C.1, only routine task content is systematically associated with firms’ intended responses to
automation.

12We estimate AI exposure separately from the occupation-type interactions because the AI ex-
posure measure is substantially correlated with routine and cognitive task content, and including all
interactions jointly would introduce multicollinearity concerns. The routine and cognitive indicators
are included jointly in column 4 following the established task-based classification (Autor et al., 2003).
AI exposure is naturally correlated with routine task content, since codifiable tasks tend to be more
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Table 4: Occupation type and AI exposure: Pipeline erosion

(1) (2) (3) (4)

40% of tasks automated 2.852
⇤⇤⇤

2.821
⇤⇤⇤

2.848
⇤⇤⇤

2.846
⇤⇤⇤

(0.348) (0.347) (0.349) (0.348)

60% of tasks automated 5.996
⇤⇤⇤

5.987
⇤⇤⇤

5.991
⇤⇤⇤

5.977
⇤⇤⇤

(0.438) (0.437) (0.438) (0.437)

2 years until automation 2.185
⇤⇤⇤

1.566
⇤⇤⇤

1.975
⇤⇤⇤

1.354
⇤⇤⇤

(0.409) (0.455) (0.569) (0.457)

4 years until automation 0.436 0.580 0.628 0.384

(0.344) (0.407) (0.507) (0.409)

2 years until automation ⇥ Routine occupation 2.119
⇤⇤

(0.974)

4 years until automation ⇥ Routine occupation -0.482

(0.762)

2 years until automation ⇥ Cognitive occupation 0.380

(0.812)

4 years until automation ⇥ Cognitive occupation -0.350

(0.690)

2 years until automation ⇥ High AI exposure (top quartile) 2.835
⇤⇤⇤

(0.968)

4 years until automation ⇥ High AI exposure (top quartile) 0.167

(0.757)

Firm FE X X X X

Erosion di↵erence 2.602
⇤⇤⇤

0.730 2.667
⇤⇤⇤

(0.864) (0.752) (0.891)

N 8066 8066 8066 8066

Mean of Dep. Var. 11.709 11.709 11.709 11.709

Notes: The table reports coe�cients from Tobit regressions for observations for which information on occupation type

and AI exposure is available. The dependent variable is the firm’s intended percentage point reduction in apprenticeship

positions o↵ered; intended increases are coded as negative values. The omitted reference scenario is 6 years until

automation and 20% of tasks automated. Columns 2 & 3 include interaction terms with dummy variables for routine

and cognitive occupations, both based on Mihaylov and Tijdens (2019) and Gschwendt (2022). Column 4 includes

interactions with a dummy variable for occupations in the top quartile of AI exposure, as defined by Felten et al.

(2021). All specifications include firm fixed e↵ects. Standard errors, clustered at the firm level, are in parentheses.

Significance levels: * p < 0.10, ** p < 0.05, *** p < 0.01.



substantially larger reductions in apprenticeship positions in occupations in the top quartile

of AI exposure. Similarly, firms respond much more strongly to earlier automation timing in

occupations with high AI exposure. While the AI exposure measure lacks a natural cuto↵

to distinguish between exposed and unexposed occupations, additional estimations using

di↵erent cuto↵s, as shown in Table C.1 in Appendix C, confirm a positive association between

AI exposure and stronger responses to both automation dimensions. Notably, the estimated

e↵ect of automation intensity increases with stricter AI exposure definitions; coe�cients are

largest for the top decile and quintile group, revealing a stronger responsiveness to automation

among the most AI-exposed occupations.13

We next examine heterogeneity in pipeline erosion along the same dimensions. Table 4

first reports the baseline specification with timing and automation-intensity dummies and

then introduces interactions between the timing dummies and occupation type as well as AI

exposure. These specifications allow us to quantify how pipeline erosion di↵ers across these

characteristics.

Pipeline erosion is substantially stronger in routine occupations and in occupations with

high AI exposure, while cognitive versus manual occupations do not exhibit statistically sig-

nificant di↵erences. Consistent with this pattern, when automation is expected in two rather

than six years, the reduction in entry-level training is more than twice as large in routine

occupations as in non-routine ones. These di↵erences are reflected in our erosion di↵erence

measure, which equals 2.6 percentage points for routine occupations and 2.7 percentage points

for highly AI-exposed ones. The baseline erosion for non-routine and less AI-exposed occupa-

tions is close to 1 percentage point in both specifications, meaning the total erosion for routine

and highly AI-exposed occupations is roughly 3.5 to 4 times as large. In contrast, the erosion

di↵erence measure is small and insignificant for the cognitive versus manual distinction.14

susceptible to AI, but it is constructed from a distinct methodology—mapping AI capabilities to oc-
cupational abilities (Felten et al., 2021) rather than classifying task types—and is therefore examined
separately.

13We also examine whether responses vary with occupations’ skill requirements or expected earnings
and find no systematic relationship (see Table C.4 in Appendix C.

14As in the linear specifications in Table 3, including routine and cognitive interactions jointly leaves
the results virtually unchanged; we omit this specification for brevity.
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6.3 Firm Size and Capital Intensity

Table 5: Firm size and capital intensity

(1) (2) (3)

Higher automation intensity (10 ppt.) 1.377⇤⇤⇤ 1.245⇤⇤⇤ 1.170⇤⇤⇤

(0.175) (0.128) (0.189)

Earlier automation timing (1 year) 0.165 0.538⇤⇤⇤ 0.199

(0.157) (0.120) (0.170)

<10 employees * Higher automation intensity (10 ppt.) -0.116 -0.080

(0.232) (0.232)

>99 employees * Higher automation intensity (10 ppt.) 1.027⇤⇤⇤ 0.913⇤⇤⇤

(0.312) (0.314)

<10 employees * Earlier automation timing (1 year) 0.396⇤ 0.396⇤

(0.214) (0.214)

>99 employees * Earlier automation timing (1 year) 0.747⇤⇤⇤ 0.769⇤⇤⇤

(0.285) (0.288)

High CI * Higher automation intensity (10 ppt.) 0.744⇤⇤⇤ 0.596⇤⇤⇤

(0.227) (0.229)

High CI * Earlier automation timing (1 year) -0.036 -0.096

(0.213) (0.217)

Firm FE X X X

N 8531 8531 8531

Mean of Dep. Var. 11.927 11.927 11.927

Notes: The table reports coe�cients from Tobit regressions. The dependent variable is the firm’s intended percentage

point reduction in apprenticeship positions o↵ered; intended increases are coded as negative values. ’Higher automation

intensity’ and ’Earlier automation timing’ denote continuous measures scaled in 10 percentage-point units and one-year

units, respectively. Firm fixed e↵ects are included in all specifications. Standard errors, clustered at the firm level, are

in parentheses.

* p < 0.10, ** p < 0.05, *** p < 0.01.

Table 5 presents heterogeneity results by firm characteristics, in particular firm size and

capital intensity. Column 1 includes interactions between the automation dimensions and
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firm-size indicators for large firms (100 or more employees) and small firms (fewer than 10

employees). Column 2 interacts the automation dimensions with a dummy for firms operating

in industries with high capital intensity, defined as a current account-to-employee ratio above

100,000 EUR.15 Column 3 includes both firm size and capital intensity variables in a joint

specification.

Large firms respond significantly more strongly to expected automation than medium-

sized firms (the reference group). Specifically, large firms reduce apprenticeship positions by

about 1 percentage point more for every 10 percentage-point increase in automation intensity

and by about 0.7 percentage points more for each year automation is expected to occur sooner.

Capital intensity, in contrast, mainly moderates responses to automation intensity but not to

timing: firms operating in highly capital-intensive industries reduce apprenticeship positions

by an additional 0.7 percentage points in response to higher automation intensity, while their

responsiveness to automation timing does not di↵er significantly. These patterns remain

largely unchanged when firm size and capital intensity are included jointly, indicating that

the two dimensions capture distinct sources of heterogeneity.

Non-linear specifications by firm size and capital intensity are reported in Table C.2 in

Appendix C. In these estimations, our measure for di↵erences in the erosion of the training

pipeline remains small and statistically insignificant.

7 Discussion and Conclusions

GenAI enables the automation of countless new types of work tasks and has experienced

rapid adoption across occupations, with multifaceted implications for labor demand and

comparatively less-explored consequences for firms’ training decisions. Our study experimen-

tally examines how expectations about this current wave of automation—what we refer to

as GenAI-driven automation—a↵ects firms’ entry-level training positions. We provide novel

evidence on how firms adjust entry-level training in response to automation prospects and

document several systematic patterns across thousands of firms of di↵erent sizes, capital

15Industry-level or more granular capital intensity data is not available for Swiss firms. Thus, we
use EU KLEMS industry-level data (Bontadini et al., 2023) for Germany.
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intensities, and sectors, spanning more than 100 apprenticeship occupations.

First, training firms plan to significantly reduce their training positions in response to

automation prospects, with larger planned reductions for higher automation intensity, mea-

sured by the share of automated tasks, and for earlier automation implementation. Second,

responses are markedly stronger in routine-intensive occupations and in occupations with

high AI exposure. The latter pattern indicates that the current automation wave exerts par-

ticularly pronounced e↵ects in occupations most directly a↵ected by recent advances in AI.

Third, large firms respond more strongly to both automation intensity and timing, and firms

in capital-intensive industries exhibit stronger responses to automation intensity.

Our finding that firms reduce entry-level training positions more strongly in routine-

intensive occupations than in non-routine ones might appear counterintuitive in light of

GenAI’s novel ability to automate non-routine cognitive tasks such as writing, designing,

and programming (Eloundou et al., 2024). This apparent puzzle has at least two plausible

explanations. First, non-routine occupations often bundle GenAI-automatable tasks (e.g.,

summarizing, drafting) with high-value human-centric (e.g., creative problem-solving, client-

negotiation) or highly customized manual tasks (e.g., hairdressing, cooking) that remain

di�cult to automate, preserving overall labor demand in the future. By contrast, routine

occupations o↵er fewer such complementarities.

Second, firms may perceive greater scope for task-reallocation in non-routine occupations:

even when many tasks are automated, workers in these occupations can more readily shift

to reassigned or newly created tasks as automation progresses, consistent with comparative-

advantage-based task adjustment (Acemoglu et al., 2024). Put di↵erently, by virtue of their

ability, training, or experience in non-routine settings, firms consider these workers more

adaptable to absorbing tasks previously performed by others or emerging with new tech-

nologies. As a result, even though GenAI expands the frontier of automatable non-routine

tasks, firms anticipate stronger net labor substitution in routine occupations, leading to larger

training cuts. This pattern suggests that GenAI-driven automation may reinforce rather than

reverse historical de-routinization trends in labor markets (Gschwendt, 2022).

The stronger responses in AI-exposed occupations are consistent with di↵erences in the
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cost structure of automation technologies. As discussed in Appendix B.2, GenAI-type au-

tomation di↵ers from earlier, capital-intensive automation in that it can raise productivity

with relatively low deployment costs. When automation requires little additional capital,

firms face fewer financing constraints, leading to more extensive task replacement and, in

turn, stronger reductions in labor demand and training. By contrast, capital-requiring au-

tomation—such as industrial robots—entails rental or financing costs that dampen adoption

and moderate its labor-saving e↵ects. This distinction provides a natural explanation for

why training responses are especially pronounced in occupations with high AI exposure. A

complementary explanation is that capital-intensive automation may rely more heavily on

younger or newly trained workers during implementation, potentially sustaining training in-

centives in such settings (Lipowski, 2024). If AI-based technologies are easier to deploy with

an existing workforce, this further amplifies the relative impact of GenAI-like automation on

firms’ training decisions.

The stronger responses among larger firms can be interpreted through two complementary

mechanisms. First, larger firms may possess greater market power. In settings with markups,

prices adjust less to productivity gains, weakening the demand-expansion channel through

which automation could otherwise mitigate reductions in labor demand. Second, larger firms

may be more likely to possess the complementary organizational capital needed to integrate

new technologies and thus exploit technological progress to a greater margin, thereby labor

(Brynjolfsson et al., 2002).

A related logic applies to firms in more capital-intensive industries. A substantial capital

stock may both facilitate technology adoption and increase incentives to substitute toward

labor-saving technologies, consistent with models in which capital deepening interacts with

skill and organizational investment (Acemoglu and Pischke, 1999). Future research could

disentangle the relative importance of these mechanisms.

Another central insight of the analysis concerns the firms’ responses to automation timing

in non-linear specifications. The pattern we find is consistent with the erosion of the training

pipeline. Firms react disproportionately strongly when automation is expected to occur

within two years—i.e., during the training period—relative to four (and six) years, indicating
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that automation can weaken training incentives beyond its e↵ect on long-run labor demand.

At the same time, the magnitude of this channel is typically limited. Across firms and

occupations, our estimates imply that pipeline erosion accounts for at most 31 percent of the

total reduction in training, with the majority of the reduction reflecting anticipated long-run

contractions in occupational labor demand.

However, pipeline erosion is highly uneven across scenarios. It is concentrated in high-

intensity automation environments: when 60 percent of tasks are expected to be automated,

erosion can account for up to 52 percent of the total reduction. Moreover, erosion e↵ects

are substantially stronger in routine-intensive occupations and in occupations with high AI

exposure. The latter pattern is consistent with concerns that recent advances in AI may

displace the entry-level tasks that traditionally subsidize learning and skill acquisition, weak-

ening firms’ incentives to train (Garicano, 2025). While automation reduces labor demand

more broadly, it also risks undermining the mechanisms through which workers acquire skills

in precisely those occupations most exposed to recent advances in AI.

Our study has two limitations that warrant discussion. First, our empirical analysis relies

on stated responses to hypothetical scenarios rather than observed behavior; as discussed in

Section 3, vignette priming and contractionary response framing may bias stated reductions

upward, so we interpret the estimated average cuts as upper bounds on true displacement

e↵ects. Future research could complement our approach with longitudinal studies linking

firms’ automation adoption to realized apprenticeship provision. Second, we do not examine

compensatory dynamics of task creation. Task-based frameworks emphasize that technologi-

cal change both destroys and creates tasks (Acemoglu et al., 2024); our experiment captures

the displacement margin but not potential reinstatement or augmentation e↵ects that may

emerge over longer horizons. Understanding how these longer-run adjustments interact with

firms’ training decisions remains an important avenue for future research.

Overall, our results point to a potential contraction in entry-level training opportunities

in occupations most exposed to automation, particularly routine-intensive and AI-exposed

roles, with implications for early-career skill formation. While firms’ anticipatory adjustments

indicate that a substantial share of training reductions reflects expected long-run shifts in
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labor demand—potentially limiting future skill mismatches—the findings also underscore the

importance of aligning entry-level training systems with rapidly evolving task profiles, es-

pecially under high-intensity automation scenarios. As automation reshapes work, training

programs may need to place greater emphasis on non-routine skills, adaptability, and hu-

man–machine complementarity. Encouragingly, recent evidence shows that young workers

are receptive to GenAI collaboration when firms signal complementary training opportuni-

ties (Gschwendt et al., 2025). Beyond the number of training positions, future research could

examine how automation a↵ects training content and downstream labor market outcomes,

as well as whether firms substitute away from entry-level training toward alternative hir-

ing strategies. In an era of accelerating GenAI adoption, maintaining robust and adaptable

entry-level training pathways may be the most e↵ective way to ensure new entrants have

access to skilled careers.
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A Experimental details

Figure A.1: Example Vignette

Notes: The figure shows a print-version vignette as presented to recruiters. It presents respondents with a hypothetical

internal analysis of their firm, predicting partial automation of the work tasks of a skilled worker in the apprenticeship

occupation. Firms are asked to indicate, on a 0–100% scale, by how much they would reduce the number of appren-

ticeship positions in this occupation relative to current plans, with the option to state that they would o↵er more

apprenticeships instead. The main experiment consists of three such scenarios per firm that vary the share of tasks

automated and the timing of implementation; the figure shows one example of the wording and response scale used.
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B Model Details and Proofs

B.1 Illustrating the Value of Inherited Workers

Figure B.1: Period-3 profit as a function of inherited workers (price-taking firm). The

regions indicates if the firm hires additional workers, keeps all workers without hiring,

or fires workers.

B.2 Varying capital intensity across sectors

We can also allow production to use both skilled labor and capital:

qt = stN
✓

t K
�

t
, 0 < ✓ < 1, 0 < � < 1, ✓ + � < 1,

where � is the capital share and capital is rented at rate r. Profit maximization yields the

usual factor demand condition

ptst�N
✓

t K
��1

t
= r.

Substituting optimal capital demand into the production function gives the reduced form

qt = s̃t(pt, st, r)N
✓̃

t , ✓̃ =
✓

1� �
, s̃t =

⇣
�

r

⌘ �

1��

p

�

1��

t
s

1
1��

t
.

Thus all firm-level choice problems retain the same structure as before after replacing (st, ✓)

by (s̃t, ✓̃).
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A natural question is whether sectors with higher capital intensity (larger �) reduce

training more sharply when automation rises. In this reduced form, the impact of an au-

tomation shock st on the e↵ective productivity term s̃t depends not only on � but also on

the equilibrium price response pt(st), which is determined by market-level forces rather than

by technology alone. Hence the model does not yield a clean cross-sector prediction without

additional restrictions on how equilibrium price adjustment varies with �.

Formal Details. Log-linearizing the reduced-form e�ciency term gives

d ln s̃t =
1

1� �
d ln st +

�

1� �
d ln pt.

Define the equilibrium price response elasticity

Et ⌘ d ln pt
d ln st

,

which is distinct from the price elasticity of demand in Assumption 2. Then an automation

shock d ln st changes e↵ective productivity by

d ln s̃t
d ln st

= ⌘(�) ⌘ 1 + �Et

1� �
.

Holding the equilibrium price response Et fixed, the e↵ect of a higher capital share is

@⌘

@�
=

1 + Et

(1� �)2
.

Under free entry, pt(st)st is constant, so Et = �1 and ⌘(�) does not depend on �. Under the

inelastic-demand region from Assumption 2, pt(st)st is weakly decreasing in st, so Et  �1

and therefore

@⌘

@�
 0.

Thus, for a given equilibrium price response, higher capital intensity weakly attenuates the

e↵ective productivity gain from automation.
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However, this is only a partial comparative static. Across sectors, the equilibrium price re-

sponse Et may itself vary with �, because capital intensity changes supply behavior and hence

market-clearing. The total cross-sector relationship between capital intensity and the training

response to automation is therefore theoretically ambiguous in this framework. Whether more

capital-intensive sectors react more strongly or more weakly is thus an empirical question.

B.3 Extension with Free and Capital-Requiring Automation

A central distinction in our empirical analysis concerns automation technologies that di↵er in

their capital requirements. Some technologies, such as many current GenAI applications, can

raise productivity with little additional capital and thus resemble costless automation. Other

technologies, such as industrial robots, require substantial complementary capital inputs. To

capture this contrast, we extend the capital model from Appendix B.2 by introducing an

automation-capital requirement parameter t:

qt = stN
✓

t

⇣
Kt

t

⌘
�

, 0 < ✓ < 1, 0 < � < 1, ✓ + � < 1, t � 1,

where capital Kt is rented each period at rental price r (taken as exogenous at the sector

level). A larger t means that more capital is required to obtain the same e↵ective capital

input, which is the reduced-form way to model more capital-intensive, robot-like automation.

The firm chooses Kt to satisfy the capital first-order condition

pt st �N
✓

t 
��

t
K

��1

t
= r.

Substituting back into production yields

qt = s̃t(pt, st, r,t)N
✓̃

t , ✓̃ =
✓

1� �
, s̃t =

⇣
�

r

⌘ �

1��

p

�

1��

t
s

1
1��

t

� �

1��

t
.

Thus, all firm-level choice problems retain the same functional form after replacing (st, ✓)

by (s̃t, ✓̃), with s̃t now reflecting both productivity st and the associated capital requirement

t.
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Comparative statics: free vs. capital-requiring automation. Log-di↵erentiating

s̃t gives

d ln s̃t =
1

1� �
d ln st +

�

1� �
d ln pt �

�

1� �
d ln r � �

1� �
d lnt.

We interpret GenAI-like (free) automation as a rise in st holding t fixed. In contrast, robot-

like (capital-requiring) automation corresponds to a rise in st accompanied by an increase

in the capital requirement, d lnt > 0. Holding the equilibrium price response and rental

rate fixed, a higher t reduces the e↵ective productivity gain d ln s̃t, so capital-requiring

automation generates a smaller shift in firms’ labor-demand and training incentives than

equally sized free automation.

More generally, allowing t to rise weakens the supply expansion induced by automation

and therefore tends to dampen the associated equilibrium price compression as well. Hence

the distinction between free and capital-requiring automation reinforces the core logic of the

model: technologies with low capital requirements generate stronger e↵ective automation

shocks and therefore stronger training responses than otherwise similar technologies that

require substantial complementary capital.

B.4 Solving the Model Backwards

For convenience define the frictional targets at price pt and productivity st:

Nw(pt; st) ⌘
⇣
pt st ✓

w

⌘ 1
1�✓

, Nw+j(pt; st) ⌘
⇣
pt st ✓

w+j

⌘ 1
1�✓

,

with Nw+j(pt; st) < Nw(pt; st). In the case where st ⌘ s, we write Nw(pt) and Nw+j(pt)

for brevity. To keep the dynamic notation transparent, let N t denote inherited skilled labor

at the start of period t, before current-period hiring or firing. Thus N2 = ↵N1 + �S1 and

N3 = ↵N2. The firm’s current-period choice is denoted by Nt, while value functions are

written as functions of the inherited state N t.

Pre-automation steady state. In the stationary pre-automation regime with produc-

tivity sL, the firm maintains a constant workforce N̄ while in the keep region. The steady-
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state marginal value of inherited labor v̄ satisfies

v̄ = z0✓N̄
✓�1 � w + �↵v̄, i.e., v̄ =

z0✓N̄
✓�1 � w

1� �↵
,

where z0 = p0sL. The keep condition requires 0  v̄  j. Since v̄ � 0 implies z0✓N̄ ✓�1 � w,

we have

N̄ 
⇣
z0✓

w

⌘ 1
1�✓

= Nw(p0; sL). (6)

This bound is used in the proof of Lemma 1.

Period 3

Given inherited skilled labor N3 = ↵N2, the firm chooses N3 � 0 to maximize16

⇡3(N3;N3) = p3s3N
✓

3 � wN3 � j (N3 �N3)+ � F.

Because the objective is concave in N3, the kinked first-order conditions are su�cient and

imply three regimes:

N
⇤
3 2 {Nw+j(p3; s3), N3, Nw(p3; s3)}.

The envelope with respect to inherited labor is

@⇡
⇤
3

@N3

=

8
>>>>>>><

>>>>>>>:

j, N3 < Nw+j(p3; s3) (hire),

p3s3✓N
✓�1

3 � w 2 [0, j], Nw+j(p3; s3)  N3  Nw(p3; s3) (keep),

0, N3 > Nw(p3; s3) (fire).

16The subscript “+” denotes the positive part: (x)+ ⌘ max{x, 0}.
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Equivalently, since N3 = ↵N2,

@⇡
⇤
3

@N2

= ↵
@⇡

⇤
3

@N3

=

8
>>>>>>><

>>>>>>>:

j↵, ↵N2 < Nw+j(p3; s3) (hire),

↵
⇥
p3s3✓(↵N2)✓�1 � w

⇤
2 [0, j↵], Nw+j(p3; s3)  ↵N2  Nw(p3; s3) (keep),

0, ↵N2 > Nw(p3; s3) (fire).

Industry Equilibrium. Let p
H(st) denote the price under free entry, i.e. the price at

which an entrant earns zero profit when choosing its optimal labor demand, and let pinc(st)

denote the market-clearing price when the number of active incumbent firms is fixed. The

equilibrium price is therefore

p
⇤
t (st) = min{pH(st), p

inc(st)}.

When entry binds, zero profit pins down p
H(st); when entry is slack, the incumbent count is

fixed and inverse demand pins down p
inc(st). We use this representation below to study how

the equilibrium object zt(st) ⌘ pt(st)st responds to automation.

Period 2

At the start of period 2, the firm inherits N2 = ↵N̄ + �S1. It chooses N2 � 0 to maximize

⇧2(N2;N2) = p2s2N
✓

2 � wN2 � j(N2 �N2)+ � F + � ⇡
⇤
3(N2),

where ⇡
⇤
3
(N2) is shorthand for the period-3 value evaluated at inherited labor N3 = ↵N2.

Conditional on the induced period-3 regime, the period-2 problem remains concave in N2, so

the marginal conditions below characterize the optimum. Conditional on the induced regime

in period 3:

• t = 3 = Hire: @⇡
⇤
3
/@N2 = j↵. This yields an e↵ective static problem with costs wkeep =

w � �j↵ and w
hire = w + j(1� �↵).

• t = 3 = Fire: @⇡
⇤
3
/@N2 = 0. This is the static problem with targets Nw+j(p2; s2) and
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Nw(p2; s2).

• t = 3 = Keep: Let V3(N2) ⌘ ⇡
⇤
3
(↵N2) denote the continuation value from entering period

3 with retained labor ↵N2. Then the marginal condition at t = 2 is

p2s2✓N
✓�1

2
+ �V

0
3(N2) 2 [w, w + j],

with the lower endpoint corresponding to keeping inherited labor on the margin and the

upper endpoint to hiring additional workers on the margin.

Period 1

The firm enters period 1 with inherited skilled labor N̄ from the pre-automation stationary

regime. By Lemma 1(a), the firm is in the keep region in period 1, so N1 = N̄ is fixed and

the firm chooses only S1:

⇧1(S1) = p1s1N̄
✓ � wN̄ � d

2
S
2

1 � F + �⇧⇤
2(N2), N2 = ↵N̄ + �S1.

The terms p1s1N̄
✓ � wN̄ � F are constants with respect to S1. Letting V2(N2) ⌘ ⇧⇤

2
(N2),

the Kuhn–Tucker conditions for training are

dS1 � ��V
0
2(N2), S1 � 0, S1

⇥
dS1 � ��V

0
2(N2)

⇤
= 0.

Hence, whenever the solution is interior,

S
⇤
1 =

��

d
V

0
2(↵N̄ + �S

⇤
1), (7)

and more generally

S
⇤
1 = max

⇢
0,

��

d
V

0
2(↵N̄ + �S

⇤
1)

�
.

Because N1 = N̄ is fixed, training in period 1 is pinned down entirely by the continuation

value V 0
2
(N2). In particular, the period-1 productivity level s1 does not enter the training de-

cision. This property is central to the identification of pipeline erosion: in the baseline model

8



without productive apprentices, training is identical whether automation arrives in period 1

or period 2, because the training choice depends only on the forward-looking continuation

value.

B.5 Proofs

Proof of Lemma 1

Part (a): The firm is in keep in period 1, so N1 = N̄ .

No fire. This is Assumption 1(i): the marginal value of labor at N̄ weakly exceeds w, so the

firm does not fire.

No hire. In the pre-automation steady state, the marginal value of labor at N̄ was w+ v̄ with

v̄ 2 [0, j), strictly below w+j. Under the anticipated automation path, st � sL for all t, with

at least one strict inequality. Under Assumption 2, the equilibrium revenue zt(st) = pt(st)st

is weakly decreasing in st (see the preliminary claim in the proof of Proposition 1 below).

Therefore zt  z0 in every period with automation, which weakly reduces both the current

marginal product z1✓N̄
✓�1 and the continuation values from periods 2 and 3. Since the

marginal value of labor at N̄ is weakly lower than its pre-automation level, and the pre-

automation level was strictly below w + j, the firm does not hire in period 1.

Combining the no-fire and no-hire results, the firm is in the keep region and N1 = N̄ .

Part (b): Firing does not occur on the equilibrium path in periods 2 or 3.

Under Assumption 1,

z2 � ↵
1�✓

z0 () ↵Nw(p0; sL)  Nw(p2; s2),

and

z3 � ↵
1�✓

z2 () ↵Nw(p2; s2)  Nw(p3; s3),

where z0 = p0sL, zt ⌘ ptst, and

Nw(pt; st) =
⇣
✓zt

w

⌘ 1
1�✓

, Nw+j(pt; st) =
⇣

✓zt

w+j

⌘ 1
1�✓

.

9



Step 1: Period 2 cannot be in fire. Suppose, to the contrary, that period 2 is in the fire

region, i.e., the firm optimally sets N⇤
2
< N2. Because firing is costless, the optimal N⇤

2
does

not depend on the inherited stock N2 in this region, so an additional inherited worker has

no value:

V
0
2(N2) ⌘

@⇧⇤
2

@N2

= 0.

By Part (a), N1 = N̄ , and the training first-order condition gives

S
⇤
1 = max

⇢
0,

��

d
V

0
2(N2)

�
= 0.

Therefore,

N2 = ↵N̄ + �S
⇤
1 = ↵N̄ .

By (6), N̄  Nw(p0; sL), so ↵N̄  ↵Nw(p0; sL). By Assumption 1(ii),

↵Nw(p0; sL)  Nw(p2; s2).

However, in the fire region the non-negative continuation value weakly raises the marginal re-

turn to employment above its static level, so the optimal workforce satisfies N⇤
2
� Nw(p2; s2).

Firing therefore requires N2 > N
⇤
2
� Nw(p2; s2), which contradicts N2 = ↵N̄  Nw(p2; s2).

Hence period 2 cannot be in fire.

Step 2: Period 3 cannot be in fire. Suppose, to the contrary, that period 3 is in fire, i.e.

↵N
⇤
2 > Nw(p3; s3).

Then the period-3 envelope satisfies

@⇡
⇤
3

@N2

= 0,

so the period-2 problem reduces to the static adjustment-cost problem

max
N2�0

p2s2N
✓

2 � wN2 � j(N2 �N2)+ � F.

10



Its optimizer is therefore

N
⇤
2 = min

n
max{N2, Nw+j(p2; s2)}, Nw(p2; s2)

o
,

and in particular

N
⇤
2  Nw(p2; s2).

Multiplying by ↵ and using Assumption 1(ii),

↵N
⇤
2  ↵Nw(p2; s2)  Nw(p3; s3),

which contradicts ↵N⇤
2
> Nw(p3; s3). Hence period 3 cannot be in fire.

Combining Part (a) and Steps 1–2, the firm is in keep in period 1 and firing does not

occur in periods 2 or 3.

Proof of Proposition 1

Fix one of the three anticipated automation paths above and hold sL fixed. We show that

S
⇤
1
is weakly decreasing in sH .

Preliminary claim: zt(st) ⌘ pt(st)st is weakly decreasing in st. Consider any period

t. If entry binds, free entry pins down the zero-profit cuto↵, so zt(st) remains constant as

st changes. If instead the equilibrium is incumbents-only, then for any given distribution

of inherited labor across firms, each firm’s current-period problem depends on (pt, st) only

through the product zt = ptst. Hence firm output can be written as

qit = sthit(zt),

for some weakly increasing function hit. Aggregating across incumbents yields

Qt = stHt(zt),

where Ht(·) is weakly increasing. Using market clearing under inverse demand pt = A�BQt

11



and substituting pt = zt/st gives

A� zt

st
= BstHt(zt).

Equivalently,

zt +Bs
2

tHt(zt)�Ast = 0.

Di↵erentiating with respect to st,

dzt

dst
=

A� 2BstHt(zt)

1 +Bs
2
t
H

0
t
(zt)

.

Since Qt = stHt(zt) and pt = A�BQt, this becomes

dzt

dst
=

2pt �A

1 +Bs
2
t
H

0
t
(zt)

.

Under Assumption 2, pt  A/2, so the numerator is weakly negative, while the denominator

is strictly positive. Therefore

dzt

dst
 0.

Under free entry, p⇤t (st) = min{pH(st), pinc(st)}. Hence

zt(st) = p
⇤
t (st)st = min{pH(st)st, p

inc(st)st}.

The first term is constant in st, while the second is weakly decreasing in st by the incumbents-

only argument above. Therefore their minimum is weakly decreasing in st. Thus, in all cases,

zt(st) is weakly decreasing in st.

Step 1: The period-3 value has decreasing di↵erences in inherited labor and sH .

Write the period-3 value as ⇡
⇤
3
(N3; sH). From Appendix B.4, its envelope with respect to

12



inherited labor is

@⇡
⇤
3

@N3

=

8
>>>>>>><

>>>>>>>:

j, N3 < Nw+j(p3; s3) (hire),

✓z3(sH)N
✓�1

3 � w 2 [0, j], Nw+j(p3; s3)  N3  Nw(p3; s3) (keep),

0, N3 > Nw(p3; s3) (fire).

Within the hire and fire regions, this slope is constant in sH . Within the keep region, it

is weakly decreasing in sH because z3(sH) is weakly decreasing by the preliminary claim.

Moreover, the regime thresholds

Nw+j(p3; s3) =
⇣
✓z3(sH)

w+j

⌘ 1
1�✓

, Nw(p3; s3) =
⇣
✓z3(sH)

w

⌘ 1
1�✓

are themselves weakly decreasing in sH . Hence, for any fixed N3, raising sH can only move

the firm from hire to keep to fire, never in the reverse direction. At the boundaries there is

no upward jump in the envelope:

✓z3(sH)Nw+j(p3; s3)
✓�1 � w = j, ✓z3(sH)Nw(p3; s3)

✓�1 � w = 0.

Therefore @⇡
⇤
3
/@N3 is globally weakly decreasing in sH , and ⇡

⇤
3
(N3; sH) has decreasing dif-

ferences in (N3, sH).

Step 2: The period-2 value has decreasing di↵erences in inherited labor and sH .

Consider

⇧2(N2;N2, sH) = z2(sH)N ✓

2 � wN2 � j(N2 �N2)+ � F + � ⇡
⇤
3(↵N2; sH).

By the preliminary claim, the current-profit term z2(sH)N ✓

2
has decreasing di↵erences in

(N2, sH). By Step 1, the continuation term ⇡
⇤
3
(↵N2; sH) also has decreasing di↵erences

in (N2, sH). The adjustment-cost term does not depend on sH . Hence ⇧2 has decreasing

di↵erences in (N2, sH). It also has increasing di↵erences in (N2, N2) because the term�j(N2�

N2)+ does.
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Since the objective is concave in N2, standard monotone comparative statics results imply

that the optimal selector N⇤
2
(N2; sH) is weakly decreasing in sH and weakly increasing in N2

(see Milgrom and Shannon, 1994; Topkis, 1998).

Now apply the envelope theorem. The marginal value of inherited labor at t = 2 is

V
0
2(N2; sH) =

@⇧⇤
2

@N2

=

8
>>>>>>>><

>>>>>>>>:

j, N
⇤
2
> N2 (hire),

✓z2(sH)N
✓�1

2 � w + �
@⇡

⇤
3
(↵N2; sH)

@N2

2 [0, j], N
⇤
2
= N2 (keep),

0, N
⇤
2
< N2 (fire).

Within the keep region, this slope is weakly decreasing in sH because both z2(sH) and the

continuation slope are weakly decreasing in sH . As sH rises, the monotonicity of N⇤
2
implies

that for any fixed N2 the period-2 regime can only move from hire to keep to fire. Again there

is no upward jump at the regime boundaries, since the envelope equals j at the hire/keep

boundary and 0 at the keep/fire boundary. Therefore V 0
2
(N2; sH) is globally weakly decreasing

in sH , so V2(N2; sH) has decreasing di↵erences in (N2, sH).

Step 3: The period-1 problem implies training is weakly decreasing in sH . By

Lemma 1(a), N1 = N̄ is fixed, and the training choice S1 solves the first-order condition

g(S1, sH) ⌘ dS1 � �� V
0
2(↵N̄ + �S1; sH) = 0,

whenever the solution is interior. Because V2 is concave in inherited labor, V 00
2
< 0, and the

implicit-function-theorem derivative is

dS
⇤
1

dsH
=

��
@V

0
2

@sH

�
↵N̄ + �S

⇤
1
; sH

�

d� ��2 V
00
2

�
↵N̄ + �S

⇤
1
; sH

� .

The denominator is strictly positive because d > 0 and V
00
2

< 0. The numerator is weakly

negative because @V
0
2
/@sH  0 by Step 2. Therefore

dS
⇤
1

dsH
 0.
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At a corner solution S
⇤
1
= 0, the inequality dS

⇤
1
/dsH  0 holds trivially since S

⇤
1
cannot

decrease further. Hence training is weakly decreasing in sH on every automation path.

Proof of Proposition 2

By Lemma 1(a), N1 = N̄ on all paths, and the training first-order condition (7) depends on

the automation path only through the continuation value V 0
2
(↵N̄+�S1; s2, s3). In particular,

s1 does not enter the training decision.

First inequality: S
(1)

1
= S

(2)

1
. On path 1, (s1, s2, s3) = (sH , sH , sH), and on path 2,

(s1, s2, s3) = (sL, sH , sH). Since training depends only on (s2, s3), and both paths have

(s2, s3) = (sH , sH), the training first-order condition is identical:

dS1 = �� V
0
2(↵N̄ + �S1; sH , sH).

Therefore S
(1)

1
= S

(2)

1
.

Second inequality: S
(2)

1
 S

(3)

1
. On path 2, (s2, s3) = (sH , sH), and on path 3, (s2, s3) =

(sL, sH). By Steps 1 and 2 of the proof of Proposition 1, V 0
2
(N2; s2, s3) is weakly decreasing

in s2. By the implicit function theorem argument in Step 3 of that proof (applied to s2

instead of sH), S⇤
1
is weakly decreasing in s2. Since s2 = sH > sL, we have

S
⇤
1(sL, sH , sH)  S

⇤
1(sL, sL, sH).

Combining the two inequalities yields

S
(1)

1
= S

(2)

1
 S

(3)

1
.
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Proof of Corollary 1

With productive apprentices, the period-1 objective under Lemma 1(a) is

⇧1,�1(S1) = p1s1N̄
✓ + p1�1s1S

✓

1 � wN̄ � d

2
S
2

1 � F + � V2(↵N̄ + �S1; s2, s3),

where �1 2 {0,�}. Since N1 = N̄ is fixed, the firm chooses only S1. The interior first-order

condition is

p1�1s1✓S
✓�1

1
+ �� V

0
2(↵N̄ + �S1; s2, s3) = dS1.

Step 1. The earliest automation path is unchanged. If automation arrives in

period 1, then by construction �1 = 0. The first-order condition reduces to

dS1 = �� V
0
2(↵N̄ + �S1; sH , sH),

which is identical to the baseline (� = 0) first-order condition. Therefore

S
⇤
1,�(sH , sH , sH) = S

⇤
1,0(sH , sH , sH).

Step 2. Later automation paths weakly increase training. If automation arrives

only in period 2 or period 3, then �1 = � > 0. The first-order condition includes the additional

term p1�s1✓S
✓�1

1
> 0, which strictly raises the marginal return to training for any S1 > 0.

Because the objective remains concave in S1 (since ✓ < 1 and V2 is concave), the optimal S1

is strictly increasing in �1 whenever the baseline optimum is interior. To verify this formally,

note that the first-order condition defines S1 implicitly via

g(S1,�1) ⌘ dS1 � p1�1s1✓S
✓�1

1
� ��V

0
2(↵N̄ + �S1) = 0.

By the implicit function theorem,

dS
⇤
1

d�1
=

p1s1✓S
✓�1

1

d� p1�1s1✓(✓ � 1)S✓�2

1
� ��2V

00
2

> 0,
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where the denominator is strictly positive (each subtracted term is negative since ✓ < 1 and

V
00
2
< 0) and the numerator is strictly positive for S1 > 0.

When the baseline optimum is interior, the strict inequality follows from the implicit

function theorem argument above. When the baseline optimum is at the corner S
⇤
1,0

= 0,

the strict inequality follows directly: since ✓ < 1, the marginal apprentice production benefit

p1�s1✓S
✓�1

1
! 1 as S1 ! 0+ while the marginal training cost dS1 ! 0, so the optimum under

� > 0 is strictly positive. It follows unconditionally that S⇤
1,�

(sL, sH , sH) > S
⇤
1,0

(sL, sH , sH)

and S
⇤
1,�

(sL, sL, sH) > S
⇤
1,0

(sL, sL, sH).

Combining Steps 1 and 2 proves the corollary.

17



C Further empirical results

Table C.1: Occupation type and exposure

(1) (2) (3) (4) (5)

Higher automation intensity (10 ppt.) 1.497⇤⇤⇤ 1.221⇤⇤⇤ 1.294⇤⇤⇤ 1.294⇤⇤⇤ 1.322⇤⇤⇤

(0.109) (0.162) (0.114) (0.114) (0.130)

Earlier automation timing (1 year) 0.546⇤⇤⇤ 0.508⇤⇤⇤ 0.454⇤⇤⇤ 0.454⇤⇤⇤ 0.330⇤⇤⇤

(0.102) (0.146) (0.110) (0.110) (0.119)

NRC occuption * Higher automation intensity (10 ppt.) 0.021

(0.245)

RC occuption * Higher automation intensity (10 ppt.) 0.877⇤⇤⇤

(0.302)

RM occuption * Higher automation intensity (10 ppt.) 1.099⇤⇤

(0.546)

NRC occuption * Earlier automation timing (1 year) -0.252

(0.231)

RC occuption * Earlier automation timing (1 year) 0.503⇤

(0.274)

RM occuption * Earlier automation timing (1 year) -0.101

(0.540)

High AI Exposure (top decile) * Higher automation intensity (10 ppt.) 1.082⇤⇤⇤

(0.328)

High AI Exposure (top decile) * Earlier automation timing (1 year) 0.472⇤

(0.281)

High AI Exposure (top quintile) * Higher automation intensity (10 ppt.) 1.080⇤⇤⇤

(0.327)

High AI Exposure (top quintile) * Earlier automation timing (1 year) 0.474⇤

(0.280)

High AI Exposure (top tercile) * Higher automation intensity (10 ppt.) 0.470⇤⇤

(0.235)

High AI Exposure (top tercile) * Earlier automation timing (1 year) 0.571⇤⇤⇤

(0.221)

Firm FE X X X X X

N 8066 8066 8066 8066 8066

Mean of Dep. Var. 11.709 11.709 11.709 11.709 11.709

Notes: The table reports coe�cients from Tobit regressions for observations for which information on occupation type

and AI exposure is available. The dependent variable is the firm’s intended percentage point reduction in apprenticeship

positions o↵ered; intended increases are coded as negative values. The variable ’Higher automation intensity’ in all

columns is a continuous measure of the percentage of tasks automated, scaled in 10 percentage-point units. The

variable ’Earlier automation timing’ is a continuous measure where a one-unit increase corresponds to automation

occurring one year sooner. Column 2 includes interaction terms with dummy variables non-routine cognitive (NRC),

routine-cognitive (RC), and routine-manual (RM) occupations, where non-routine manual (NRM) occupations are the

reference category. Columns 3–5 include interaction terms with dummy variables for occupations in the top decile,

quintile, and tercile of AI exposure, respectively, as defined by Felten et al. (2021). All specifications include firm fixed

e↵ects. Standard errors, clustered at the firm level, are in parentheses. Significance levels: * p < 0.10, ** p < 0.05, ***

p < 0.01.

18



Table C.2: Firm Size and Capital Intensity

(1) (2) (3)

40% of tasks automated 2.941⇤⇤⇤ 2.933⇤⇤⇤ 2.942⇤⇤⇤

(0.339) (0.339) (0.339)

60% of tasks automated 6.029⇤⇤⇤ 6.023⇤⇤⇤ 6.027⇤⇤⇤

(0.424) (0.423) (0.424)

2 years until automation 1.692⇤⇤⇤ 2.143⇤⇤⇤

(0.435) (0.478)

4 years until automation 0.120 0.380

(0.368) (0.399)

2 years until automation ⇥ Large (100 or more employees) 2.016⇤

(1.058)

4 years until automation ⇥ Large (100 or more employees) 1.130

(0.890)

2 years until automation ⇥ High capital intensity (above 100’000 per worker) -0.166

(0.854)

4 years until automation ⇥ High capital intensity (above 100’000 per worker) -0.130

(0.725)

Firm FE X X X

Erosion di↵erence 0.886 -0.036

(0.931) (0.771)

N 8531 8531 8531

Mean of Dep. Var. 11.927 11.927 11.927

Notes: The table reports coe�cients from Tobit regressions. The dependent variable is the firm’s intended percentage

point reduction in apprenticeship positions o↵ered; intended increases are coded as negative values. Firm fixed e↵ects

are included in all specifications. Standard errors, clustered at the firm level, are in parentheses. Significance levels: *

p < 0.10, ** p < 0.05, *** p < 0.01.
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Table C.3: Retention share

(1) (2) (3) (4)

Higher automation intensity (10 ppt.) 1.650⇤⇤⇤ 1.634⇤⇤⇤ 1.701⇤⇤⇤ 1.749⇤⇤⇤

(0.129) (0.134) (0.143) (0.159)

Earlier automation timing (1 year) 0.633⇤⇤⇤ 0.664⇤⇤⇤ 0.666⇤⇤⇤ 0.620⇤⇤⇤

(0.120) (0.128) (0.131) (0.144)

High Retention share (top decile) * Higher automation intensity (10 ppt.) 0.173

(0.485)

High Retention share (top decile) * Earlier automation timing (1 year) -0.378

(0.349)

High Retention share (top quintile) * Higher automation intensity (10 ppt.) -0.305

(0.321)

High Retention share (top quintile) * Earlier automation timing (1 year) -0.199

(0.329)

High Retention share (top tercile) * Higher automation intensity (10 ppt.) -0.339

(0.265)

High Retention share (top tercile) * Earlier automation timing (1 year) 0.038

(0.258)

Firm FE X X X X

N 5937 5937 5937 5937

Mean of Dep. Var. 12.038 12.038 12.038 12.038

Notes: The table reports coe�cients from Tobit regressions for observations for which information on the occupational

post-graduate retention share is available. The dependent variable is the firm’s intended percentage point reduction

in apprenticeship positions o↵ered; intended increases are coded as negative values. The variable ’Higher automation

intensity’ in all columns is a continuous measure of the percentage of tasks automated, scaled in 10 percentage-point

units. The variable ’Earlier automation timing’ is a continuous measure where a one-unit increase corresponds to

automation occurring one year sooner. Columns 2-4 include interaction terms with a dummy for occupations in the top

decile, top quintile, and top tercile of post-training apprentice retention share, respectively. All specifications include

firm fixed e↵ects. Standard errors, clustered at the firm level, are in parentheses. Significance levels: * p < 0.10, ** p

< 0.05, *** p < 0.01.
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Table C.4: Skill requirements and expected earnings

(1) (2) (3) (4) (5) (6)

Higher automation intensity (10 ppt.) 1.549⇤⇤⇤ 1.334⇤⇤⇤ 1.324⇤⇤⇤ 1.410⇤⇤⇤ 1.261⇤⇤⇤ -0.394

(0.114) (0.170) (0.366) (0.174) (0.201) (1.705)

Earlier automation timing (1 year) 0.543⇤⇤⇤ 0.416⇤⇤ 0.281 0.389⇤⇤ 0.291 -0.071

(0.107) (0.170) (0.346) (0.167) (0.188) (1.726)

High skill requirements * Higher automation intensity (10 ppt.) 0.354

(0.228)

High skill requirements * Earlier automation timing (1 year) 0.212

(0.218)

Skill requirements * Higher automation intensity (10 ppt.) 0.006

(0.009)

Skill requirements * Earlier automation timing (1 year) 0.006

(0.008)

High exp. earnings * Higher automation intensity (10 ppt.) 0.545

(0.402)

High exp. earnings * Earlier automation timing (1 year) 0.350

(0.402)

Exp. earnings * Higher automation intensity (10 ppt.) 0.207

(0.195)

Exp. earnings * Earlier automation timing (1 year) 0.053

(0.198)

Firm FE X X X X X X

N 7498 7498 7498 3250 3250 3250

Mean of Dep. Var. 11.794 11.794 11.794 11.051 11.051 11.051

Notes: The table reports coe�cients from Tobit regressions for which information on expected earnings and skill

requirements is available, respectively. The dependent variable is the firm’s intended percentage point reduction in

apprenticeship positions o↵ered; intended increases are coded as negative values. The variable ’Higher automation

intensity’ in all columns is a continuous measure of the percentage of tasks automated, scaled in 10 percentage-point

units. The variable ’Earlier automation timing’ is a continuous measure where a one-unit increase corresponds to

automation occurring one year sooner. Column 2 includes interaction terms with a dummy for occupations in the top

quartile of average expected earnings for a male 30-year-old worker. Column 3 includes interactions with expected

earnings for a male 30-year-old worker. Column 5 includes interactions with a dummy variable for occupations in the

top half of skill requirements. Column 6 includes interactions with the occupations’ skill requirements. All specifications

include firm fixed e↵ects. Standard errors, clustered at the firm level, are in parentheses. Di↵erences in N stem from

the unavailability of expected earnings and skill requirements data for some occupations. Significance levels: * p <

0.10, ** p < 0.05, *** p < 0.01.
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C.1 Stated Production Motive

Rather than focusing on objectively measurable occupation or firm characteristics, we also

examine heterogeneity by firms’ stated motivation for training apprentices—specifically,

whether training is intended to generate financial returns already during the apprentice-

ship period (a production motive). While this information is not available at the firm level

for the establishments in our sample, we observe occupation-level measures capturing the

average stated training motive among firms o↵ering apprenticeships in a given occupation,

which we use to proxy di↵erences in training incentives across occupations.17

Table C.5 presents estimation results for the subsample with information on the produc-

tion motive,18 together with specifications that examine how responses to automation di↵er

along this dimension. Columns 1 and 3 report baseline results for this restricted sample,

corresponding to our main linear specification and the timing-dummy specification used to

quantify erosion of the training pipeline. Column 2 introduces interactions between both

linear automation dimensions and the production motive, while Column 4 focuses on hetero-

geneity in pipeline erosion by interacting the timing dummies with the production motive.

The interactions in column 2 show that in occupations where a larger share of firms state

a production motive, apprenticeship positions are reduced more when automation is expected

sooner, while the intensity of automation does not significantly condition the erosion response.

Intuitively, the production motive should be predictive of pipeline erosion. Indeed, we find a

large and highly significant erosion di↵erence for occupations with a high production motive

share.

17This data is drawn from the fourth Swiss apprenticeship cost-benefit survey (Gehret et al., 2022).
18The variable is unevenly distributed, with many firms clustered between 0.6 and 0.9, reflecting

nuanced di↵erences rather than a smooth scale.
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Table C.5: Production motive stated

(1) (2) (3) (4)

Higher automation intensity (10 ppt.) 1.541
⇤⇤⇤

1.496
⇤⇤⇤

(0.192) (0.444)

Earlier automation timing (1 year) 0.518
⇤⇤⇤

-0.441

(0.173) (0.331)

Production motive stated * Higher automation intensity (10 ppt.) 0.075

(0.611)

Production motive stated * Earlier automation timing (1 year) 1.384
⇤⇤⇤

(0.491)

40% of tasks automated 2.664
⇤⇤⇤

2.700
⇤⇤⇤

(0.610) (0.608)

60% of tasks automated 6.168
⇤⇤⇤

6.229
⇤⇤⇤

(0.764) (0.765)

2 years until automation 2.044
⇤⇤⇤

-1.823

(0.688) (1.333)

4 years until automation -0.383 -0.825

(0.630) (1.499)

2 years until automation ⇥ Production motive stated 5.603
⇤⇤⇤

(1.981)

4 years until automation ⇥ Production motive stated 0.587

(2.073)

Firm FE X X X X

Erosion di↵erence 5.012
⇤⇤⇤

(1.846)

N 2495 2495 2495 2495

Mean of Dep. Var. 11.642 11.642 11.642 11.642

Notes: The table reports coe�cients from Tobit regressions. The dependent variable is the firm’s intended percentage

point reduction in apprenticeship positions o↵ered; intended increases are coded as negative values. The variable

’Higher automation intensity’ in all columns is a continuous measure of the percentage of tasks automated, scaled in

10 percentage-point units. The variable ’Earlier automation timing’ is a continuous measure where a one-unit increase

corresponds to automation occurring one year sooner. Column 2 includes interactions with a variable indicating, at the

occupation level, the share of firms stating production-motive as (also) relevant for apprentice hiring. Column 3 instead

includes dummies for individual automation intensity and timing values, with the omitted scenario of 6 years until

automation and 20% of tasks automated as the reference. Column 4 additionally includes interactions of the timing

dummies with he share of firms stating production-motive as (also) relevant for apprentice hiring. All specifications

include firm fixed e↵ects. Standard errors, clustered at the firm level, are in parentheses. Di↵erences in N stem from

the unavailability of production motive data for some occupations. Significance levels: * p < 0.10, ** p < 0.05, *** p

< 0.01.
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